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Abstract

In dynamic multisector economies the planner's optimal capital allocation can dampen
the impact of shocks cascading through nonlinear production networks. In a simple
environment, we show analytically that when inputs are complementary and risk
aversion is not too low, ( i) optimal capital allocation under uncertainty involves de-
liberately over-investing, relative to the deterministic optimum, in upstream sectors in
order to mitigate severe economic downturns; ( ii ) this strategy can reduce the average
level of consumption and give rise to a high welfare cost of business cycles. Deploy-
ing novel deep-learning techniques in a general environment, we show quantitatively
that: ( iii ) the ergodic distribution of the simulated nonlinear economy features higher
mean capital levels in key upstream sectors, lower mean levels of macroeconomic ag-
gregates, realistic aggregate volatility, and a welfare cost of business cycles nearly 30
times larger when nonlinearities are accounted for.
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1 Introduction

Recent research on production networks has demonstrated that nonlinearities and com-

plementarities between sectors can sharply amplify the impact of shocks. When inputs

are complementary — as is often the case with specialized components, rare materials,

or energy inputs — disruptions in upstream sectors can cascade throughout the economy

with outsized effects. This intuition sheds light on classical issues in macroeconomics and

holds the promise of better understanding, for example, the nonlinear aggregate effects

of oil shocks or the origins of aggregate disaster risk.

In this paper, we confront the benevolent planner of textbook dynamic neoclassical

economies with this novel logic of nonlinear production networks. We ask whether, in

ef�cient economies, the planner's allocation of dynamicinputs, such as capital, can help

mitigate the tail risk that has been shown to emerge in static networked environments.

We do so both analytically, in a simpli�ed environment, and quantitatively, in a general

state-of-the-art dynamic multi-sector setup. We start by showing that nonlinear produc-

tion networks induce precautionary motives in a simple two-period, two-sector setting.

These motives play out across two margins: a standard intertemporal consumption-

savings choice and a novel portfolio margin — the cross-sectional allocation of capital

across sectors — which the social planner can adjust to hedge against downside risk. In

particular, we show that, under complementarity of inputs and when relative risk aver-

sion exceeds one, optimal capital allocation under uncertainty involves over-investing in

upstream sectors, compared to the deterministic optimum, in order to reduce the risk of

catastrophic downstream transmission. However, we show that this optimal avoidance

of disaster risk also leads to sacri�ces in the average levelof consumption. In the second

part of the paper, we offer a quantitative benchmark. We show how to adapt and deploy

frontier deep neural network tools that can capture the full nonlinear effects in a canoni-

cal dynamic production-network setup featuring both intermediate input and investment

good linkages across sectors. We �nd that, relative to the deterministic steady state, the

ergodic distribution of the simulated nonlinear economy features higher mean capital

levels in key upstream sectors, lower mean levels of aggregate output, investment, and

consumption and, importantly, a high welfare cost of business cycles.

Before proceeding, it is perhaps useful to place the above in context. For the canonical

single-sector stochastic growth model, it has been understood for some four decades that,

under standard calibrations, its solution is well approximated by linearization: the policy

functions are close to linear over the ergodic set and precautionary motives are quan-
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titatively weak; see e.g. King et al. (1988).1 The upshot of this is symmetric, transitory

�uctuations around a deterministic steady state, which in turn imply, under standard cal-

ibrations, a negligible welfare cost of business cycles. We show that none of this is intrin-

sic to the neoclassical stochastic growth model, but rather an artifact of the single-sector

assumption. In nonlinear networked environments, linearization is no longer innocuous,

prudent planning entails strong precautionary motives, the economy �uctuates around

an ergodic distribution that is displaced from the deterministic steady state, and a large

welfare cost of business cycles obtains in otherwise standard, �rst-best economies.

Analytical characterization. Our �rst contribution is to characterize optimal capital al-

location under uncertainty in a tractable two-period, two-sector economy. The model fea-

tures an upstream sector that produces an intermediate good and a downstream sector

that serves �nal demand consumption of the representative household. Crucially, both

sectors also need capital to produce. Unlike most of the extant literature – which has

focused on characterizing static economies – we are interested in characterizing the plan-

ner's allocation of dynamic inputs, such as capital, across sectors and how this depends

on nonlinearities and complementarities. Our analysis focuses on how the allocation

of capital to a particular sector compares to what would be optimal in a deterministic

environment.

We show how, whenever the downstream production function features complementarity

across inputs, productivity shocks to the upstream sector have a nonlinear effect on ag-

gregate output. This allows for aggregate consumption disasters for suf�ciently negative

shock realizations. This, in turn, renders insurance against negative upstream shocks

more valuable to the planner ex ante. Furthermore, when relative risk aversion exceeds

one, we show that the planner allocates excess capital to the upstream, input-supplying

sector relative to the deterministic optimum: increasing the upstream share of capital

decreases the aggregate impact of negative upstream productivity shocks. The planner

can thus attenuate consumption disasters by tilting the capital allocation towards up-

stream sectors. We also characterize the aggregate capital margin: whenever relative risk

aversion exceeds one and inputs are not substitutes, uncertainty raises optimal aggregate

capital relative to the deterministic optimum. 2

1A �rst-order approximation imposes certainty equivalence exactly, so precautionary saving is absent
by construction. The accuracy of linearized solutions to the representative-agent, complete-markets model
is precisely a re�ection of how small the residual nonlinear and risk-related terms are for conventional
parameter values.

2This margin combines the classical precautionary-saving force generated by downstream productivity
risk, which scales consumption proportionally, with an additional production-network term: under com-

2



Importantly, we then show that increasing the upstream sector's capital allocation beyond

the deterministic optimum decreases expected aggregate consumption. This is because,

holding the productivity of the downstream sector �xed, the planner is ( i) allocating

excess capital upstream to be used precisely in states of the world where that sector

is particularly unproductive; and ( ii ) allocating too little capital downstream in states

of the world where the return to investing in downstream capacity would be relatively

high. Thus, in mitigating nonlinear consumption disasters, the planner faces a funda-

mental tradeoff in terms of the level of aggregate consumption. This result implies that

the welfare cost of business cycles need not originate from realized consumption disas-

ters; indeed, the planner may be able to attenuate these by manipulating dynamic input

allocations. But if such planning against disasters is successful, the resulting lower level

of average consumption may itself carry signi�cant welfare costs.

Quantitative model. In the second part of the paper, we present a quantitative bench-

mark by deploying tools that can capture the full nonlinear effects of dynamic produc-

tion networks. Our quantitative environment follows closely canonical settings in the

literature. It features input-output linkages for both intermediate inputs and capital

and allows for �exible substitution possibilities in consumption, investment, and pro-

duction, sector-speci�c capital adjustment costs, and �exible labor reallocation across

sectors. In detail, our baseline environment features a representative household with

GHH preferences over consumption and labor. In turn, each of these is a CES aggre-

gate of, respectively, disaggregated �nal consumption goods and labor employed across

the different sectors of the economy.3 Each of the sectors is populated by a representa-

tive �rm that combines labor and capital with intermediate inputs to produce sectoral

gross output. The latter, in turn, can be sold as �nal consumption, as an intermediate

input, or as an investment good. We again allow for successive CES nests, allowing

for substitution/complementarity over the two primary inputs, across the intermediate

inputs necessary for production, and across primary and intermediate inputs. Sector-

speci�c capital follows a standard law of motion, including sector-speci�c adjustment

costs. Sector-speci�c investment combines investment goods produced by other sectors,

again in a CES fashion. All uncertainty derives from sector-speci�c persistent productiv-

ity processes.

plementarity, adverse upstream shocks cannot be substituted away and generate left-skewed consumption
risk, reinforcing capital accumulation motives.

3The CES aggregate of labor allows us to control the degree of �exibility of labor reallocation across
sectors.
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We calibrate this model to data moments for 37 sectors in the US, using data spanning

1948 to 2018. Even for our relatively low levels of disaggregation, the global solution re-

quires solving a stochastic dynamic programming problem with 74 state variables. This is

beyond what traditional nonlinear solution methods, such as those based on Chebyshev

collocation, can achieve due to the 'curse of dimensionality'. Our second contribution is

to show how realistically large-scale multi-sector models can be solved using deep learn-

ing techniques. We extend the “deep equilibrium nets” method of Azinovic et al. (2022),

which approximates equilibrium objects using deep neural networks. The extension has

two main ingredients: ( i) nonlinear residual learning, which stabilizes training by an-

choring the global policy at the log-linear solution; and (ii) expectation evaluation using

a Monte Carlo procedure with variance reduction, vectorized on GPUs, which makes the

expectation terms accurate enough in a high-dimensional shock space.

With this method in hand, our third contribution is to document quantitative features of

the global solution of our baseline economy. Speci�cally, we can both compute the er-

godic distribution by simulation, capturing how the (potentially) nonlinear propagation

of Gaussian shocks interacts with the anticipation effects of risk on agents, and provide

generalized impulse responses. We organize these responses around two concepts.Non-

linear ampli�cation is measured by comparing the nonlinear perfect-foresight response to

an “MIT” shock to the corresponding �rst-order — or linearized — response, thereby

isolating the impact of nonlinear propagation in the policy functions in the absence of

uncertainty and precautionary allocation of dynamic inputs. 4 Precautionary attenuationis

instead measured by comparing the response under the global solution with the perfect-

foresight response to an MIT shock, thereby capturing how uncertainty and the planner's

precautionary motives affect the policy functions.

We report four key quantitative results. Our �rst �nding is that, relative to a standard

linearized solution, the cumulative impulse response of aggregate consumption to a zero-

probability negative MIT productivity shock is signi�cantly larger. This nonlinear ampli-

�cation is a dynamic counterpart to the results of Baqaee and Farhi(2019). Thus, for the

average sector in the US economy, a 25 percent negative shock to productivity yields a

19 percent larger cumulative impulse response — relative to the same object in the lin-

earized solution — and this nonlinear ampli�cation is strongly increasing in the Antr �as

et al. (2012) upstreamness score of the shocked sector. For example, a shock to a rela-

4As is now standard, by an “MIT shock” and its associated impulse response we mean the deterministic,
but fully nonlinear, transitional dynamics of aggregate consumption following a one-time, zero-probability
— and thus unanticipated — deviation of a sector's TFP from its long-run mean followed by its smooth
and deterministic convergence back to it.
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tively upstream technology, such as Mining, Oil and Gas, results in even larger nonlinear

ampli�cation while the impact of large shocks to a downstream sector, like Retail, is in-

stead well captured by a �rst-order approximation. Note that, by design, this exercise

allows us to capture the nonlinear ampli�cation of large shocks but mutes the effects of

any precautionary allocation of capital. Rather, it serves to con�rm and quantify how,

absent precaution, nonlinearities in production networks magnify the (dynamic) effects

of upstream disruptions.

In our second exercise, we quantify precautionary attenuation. In particular, we de-

ploy our global solution and sample generalized impulse response functions around the

ergodic distribution of the model. Note that the global solution allows us to analyze

nonlinear dynamics but crucially — and in contrast to the perfect-foresight response to

MIT shocks — it incorporates the planner's anticipation motives in the presence of risk.

We �nd that the global solution of the model implies signi�cant precautionary attenuation

of the impulse response relative to the fully nonlinear, but deterministic, MIT shock re-

sponse. Thus, consistently with the mechanism emphasized previously, in an economy

in which risk is anticipated, the nonlinear propagation of upstream shocks is dampened

compared to the unanticipated (MIT shock) case. Further, the precautionary attenuation

of negative shocks increases with shock size. For a negative shock to the average US

sector, it rises from 2.1 percent at a 5 percent shock size to 8.2 percent at a 25 percent

shock size. Finally, we �nd that precautionary attenuation increases signi�cantly with

sector upstreamness: the planner's global solution therefore attenuates upstream disrup-

tions, i.e. those having the potential — as established above — to signi�cantly disrupt

the economy via nonlinear ampli�cation.

Third, again deploying our global solution, we �nd substantial and systematic hetero-

geneity across sectors in ergodic mean capital allocations. Key upstream sectors – like

Minerals, Wood, or Mining, Oil and Gas – display higher capital compared to the deter-

ministic steady state (DSS), whereas downstream sectors – like Retail or Food Services

– display lower capital. More generally, across the full cross-section, this excess capital

allocation is signi�cantly increasing in sector upstreamness — as with nonlinear ampli�-

cation and precautionary attenuation before. 5

Fourth, we �nd that the mean of the ergodic distribution of key aggregates – consump-

5Also consistent with standard precautionary motives, we �nd that the aggregate capital in the stochas-
tic steady state (SSS) is higher than in the DSS. The SSS is the steady state of the economy under the global
solution, that is, when the planner anticipates the presence of risk, but the realization of shocks is zero.
The DSS is the steady state of an economy without risk.
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tion, labor, GDP, investment, and capital – is always below that of the deterministic steady

state. For example, we �nd that in the global solution, mean aggregate consumption is

0.536 percent below its DSS value. Further, we �nd that the planner's global solution

does not generate disaster-like tails: volatility remains close to that in the �rst-order

perturbation solution, while skewness and kurtosis are negligible.

Taken together, these results echo our analytical �ndings in the �rst part of the paper

and suggest that the planner in this dynamic, fully nonlinear economy is redistributing

capital towards upstream sectors and away from downstream sectors in order to dampen

large aggregate �uctuations originating in central upstream sectors. These allocations

generate precautionary attenuation of upstream disruptions and thereby limit the en-

dogenous disasters stressed elsewhere in the production networks literature, while the

ergodic distribution features lower mean levels of aggregates.

Finally, we �nd that the welfare costs of business cycles are substantial relative to stan-

dard calculations in the literature: our global solution implies that the representative

household would give up approximately 0.7% of lifetime consumption in order to live in

a counterfactual economy without shocks, which is 2 orders of magnitude higher than

in the canonical welfare cost exercise of Lucas (1987), and nearly 30 times larger than in

a loglinearized version of our model. Consistent with the results above, we additionally

show that this large welfare cost of business cycles is primarily the direct result of the

mean of the ergodic distribution of aggregate consumption being below that of the de-

terministic economy, rather than aggregate (endogenous) consumption disasters, which

are muted by the planner's sectoral capital allocation.

We conclude with a counterfactual exercise and a set of robustness checks. We consider

an experiment in which the volatility of the Mining, Oil, and Gas TFP shock is increased

so that the volatility of the sectoral shadow price faced by the planner doubles relative to

the benchmark economy; an increase broadly in line with recent oil-market evidence. Our

results imply that when energy-shock volatility rises, the ef�cient response benchmark is

to hold precautionary capacity (about 5 percent higher capital share relative to the DSS) in

the affected oil-and-gas sector — trading lean allocation for just-in-case resilience. Mean

consumption and GDP are then 0.704 and 0.628 percent below the DSS, respectively, and

the welfare cost rises to 0.803 percent, while the planner attenuates the increasingly likely

energy price disasters. The robustness exercises show that the main conclusions survive

higher substitution elasticities and homogeneous sectoral shock processes. In particular,

though — as expected — the mechanism weakens as we approach the Cobb-Douglas
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limit, the welfare cost remains high even for intermediate input elasticities away from the

strict Leontief limit.

Related Literature Our paper relates to three different strands of literature. The �rst is

the rapidly growing literature emphasizing the aggregate consequences of shocks to in-

dividual �rms and sectors ( Gabaix, 2011) and their propagation in production networks,

following Acemoglu et al. (2012); see, for recent overviews of this literature, Carvalho

and Tahbaz-Salehi (2019) and Baqaee and Rubbo(2023). In particular, our work relates

to the analysis of nonlinear, higher-order effects in production networks by Baqaee and

Farhi (2019), who show how complementarity and intermediate input linkages together

can generate endogenous skewness and aggregate disasters, depending on the size and

location - in the production network - of micro-shocks. 6 Relative to Baqaee and Farhi

(2019) and the literature that followed – emphasizing nonlinearities in (static) production

networks – our contribution is to show that in dynamic environments, the ef�cient allo-

cation of inputs alters business cycle properties of these models.7 On the one hand, we

show how the allocation of capital limits the extent to which aggregate nonlinearities –

in the form of skewness and aggregate disasters – can emerge as important features in

this class of models. On the other hand, our analysis shows that this aggregate disaster

possibility and the ensuing optimal allocation of capital yield a high welfare cost of busi-

ness cycles. As a second contribution to this literature, this paper offers a quantitative

framework for evaluating nonlinear production networks in a dynamic environment. In

particular, our quantitative environment follows the benchmark dynamic networked set-

ting in Vom Lehn and Winberry (2022) closely. We contribute by developing deep learn-

ing techniques that allow us to solve a version of it globally. This is to be contrasted with

quantitative analyses that either study nonlinear production networks in staticeconomies

(e.g. Baqaee and Farhi, 2019among many others) — where the absence of endogenous

dynamics renders it dif�cult to benchmark results against competing dynamic general

equilibrium environments — or study dynamic production networks using local approx-

imation techniques such as log-linearized solutions (e.g. Horvath , 2000, Atalay , 2017and

6See alsoDew-Becker (2023) for an analysis of the propagation of large shocks and tail risk in static
nonlinear networks and Miranda-Pinto et al. (2023) for cross-country evidence on the link between input-
output structure and skewness in aggregate output growth rates.

7Our emphasis on how predetermined inputs interact and alter other standard features of production
networks is shared with Kopytov et al. (2024), who show that, with endogenous network formation but
in an otherwise linear and static Cobb-Douglas environment, pre-commitment to risky suppliers may lead
�rms to optimally choose less risky but less productive suppliers. See also Pellet and Tahbaz-Salehi(2023)
for a similar mechanism.

7



Vom Lehn and Winberry , 2022),8 which by de�nition, are ill-suited to fully capture the

effects of the non-linear equilibrium dynamics that characterize these environments.

Second, our paper relates to the long-standing literature on the welfare cost of business

cycles in dynamic equilibrium economies. As is well known, starting from the seminal

contribution of Lucas (1987), simple textbook environments are typically thought to be

unable to deliver high welfare costs of uncertainty. This realization, in turn, has moti-

vated a long list of in�uential research on, for example, the role of preferences, market

incompleteness, and various frictional environments or risk processes. Our main con-

tribution is to overturn the baseline assertion in the literature: we show that a 'vanilla'

real business cycle model – with no distortions, exotic preferences, unconventional ex-

ogenous driving processes, or departures from �rst-best ef�ciency – can deliver a high

welfare cost of business cycles. Further, we show that the mechanism through which

the model attains this high welfare cost is related to - but distinct from - recent reso-

lutions of the 'welfare cost puzzle' relying on disasters and higher order properties of

consumption risk (e.g. Barro, 2009, Martin , 2008or Jorda et al., 2024). In particular, our

novel mechanism is associated with lower average output and consumption levelsin an

ef�cient dynamic production-network economy that attenuates disaster risk, rather than

with how large disaster realizations change welfare calculations. 9

Third, our paper relates to a recent literature that uses deep learning to solve high-

dimensional general equilibrium models (e.g., Maliar et al. , 2021; Han et al., 2021; Gu

et al., 2024).10 To the best of our knowledge, we are the �rst to apply these techniques

to a multi-sector dynamic equilibrium model. We extend the “deep equilibrium nets”

methodology of Azinovic et al. (2022) along two dimensions, as detailed both in the pa-

per and, more at length, in Appendix C. First, we introduce a residual-learning approach

that initializes the policy functions at their �rst-order approximation and trains the neural

network to learn only the nonlinear correction. Combined with an appropriate normal-

ization of inputs and outputs, this approach provides stable and economically meaningful

policy functions from the outset of training. Second, to accommodate a large number of

8Carvalho (2007), Foerster et al. (2011) and Liu and Tsyvinski (2024) also study dynamic environments
but focus on Cobb-Douglas, linear economies. Carvalho and Reischer (2021), Schaal and Taschereau-
Dumouchel (2025) and Williams (2026) all further characterize persistence and dynamic propagation of
shocks in linear production network environments.

9Our 'levels' resolution of the welfare cost puzzle also echoes that of Barlevy (2004) who emphasizes
that uncertainty may have permanent trend effects in endogenous growth models. See also Cho et al. (2015)
for examples where the welfare cost of uncertainty may derive from how the latter in�uences the level of
economic activity.

10SeeFernandez-Villaverde et al. (2024) for a recent review.
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continuous shocks, we develop a Monte Carlo integration routine that exploits GPU par-

allelism along two dimensions and incorporates variance-reduction techniques. Together,

these innovations make convergence feasible in this challenging large-scale setting. They

also substantially simplify training: the model converges in a single uninterrupted run,

without ad hoc stabilization stages.

The rest of the paper proceeds as follows. In Section 2, we provide a simple two-sector

model that allows us to analytically characterize capital allocation under uncertainty in

a multi-sector networked economy. In Section 3, we exhibit the model and the system

of equations that describe the solution. In Section 4, we discuss the calibration and the

numerical method. Finally, in Section 5 we detail the results for the global solution of the

model,

2 Analytics in a simple two-sector model

In this section, we analyze a stylized two-period, two-sector model in which sectoral and

aggregate capital allocation under uncertainty can be characterized analytically. Because

capital must be allocated before productivity shocks are realized, uncertainty changes

the trade-offs that govern sectoral capital allocation relative to the deterministic bench-

mark and gives rise to what we call “excess allocation” of sectoral capital: cross-sectional

capital allocations under uncertainty that differ from those that would be optimal in a

deterministicenvironment. Using this tractable framework, we characterize the incen-

tives behind excess upstream allocation and explore its implications for aggregate con-

sumption disasters, the expected level of aggregate consumption, and optimal aggregate

capital. Appendix A presents all detailed algebraic derivations and proofs.

2.1 Setting

There are two periods and two sectors. In period 0, the planner receives an endowment

Y0 and splits it between consumption C0 and aggregate capital K, which is carried into pe-

riod 1. The planner must simultaneously allocate this aggregate K between the upstream

sector (u) and the downstream sector (d), with share f 2 [0, 1] going upstream, so that

Ku = f K and Kd = ( 1 � f )K. In period 1, productivity shocks are realized, the upstream

sector produces an intermediate good using its allocated capital ( 4), and the downstream

sector combines this intermediate good with downstream capital to produce the �nal

good using a constant elasticity of substitution (CES) production function ( 5). The key

timing assumption is that K and f are decided before shocks are observed. The plan-
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ner therefore chooses under uncertainty, and capital — both aggregate and sectoral — is

predetermined from the perspective of period 1.

Let Qj and Kj denote gross output and capital in sector j 2 f u, dg and let C denote
period-1 consumption of the �nal good. To economize on notation, only Y0 and C0 carry
period subscripts; all other variables refer to period 1. The economy is de�ned by the
following equations:

C0 + K = Y0, (Period-0 resource constraint) (1)

Ku + Kd = K, (Intratemporal resource constraint) (2)

Ku = f K, Kd = ( 1 � f )K, (Sectoral capital shares) (3)

Qu = AuKu, (Upstream production) (4)

Qd = Ad

�
(1 � gq) (Qu)

sq� 1
sq + gq (Kd)

sq� 1
sq

� sq
sq� 1

, (Downstream production) (5)

C = Qd , (Period-1 consumption) (6)

where sq > 0 is the elasticity of substitution between downstream capital Kd and the

intermediate input Qu, and gq 2 (0, 1) is the CES weight on downstream capital (so 1 � gq

is the weight on the intermediate input). Au and Ad denote total factor productivity (TFP)

in the upstream and downstream sectors, respectively.

In period 1, each sector's log TFP is subject to an independent (across sectors), symmetric

shock that can take two values: for j 2 f u, dg, aj � log A j 2 f� Da, + Dag with equal

probability, where Da > 0. Thus, A j equals AL = e� Da or AH = e+ Da. The deterministic

benchmark is aj = 0, or A j = 1; below we sometimes denote this by Ā = 1. This

speci�cation is the discrete counterpart of the innovation in the AR(1) log TFP that we

use in the quantitative model of Section 3.

We consider the �rst-best allocation chosen by a benevolent social planner who maxi-

mizes expected utility:

E [U ] =
C1� e� 1

c
0

1 � e� 1
c

+ bE

"
C1� e� 1

c

1 � e� 1
c

#

(7)

subject to the constraints (1)-(6). The expectation is taken with respect to the random

variables Au and Ad, b is the discount factor, and e� 1
c is the coef�cient of relative risk

aversion with the convention that e� 1
c = 1 corresponds to log utility.
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The analysis below proceeds in three steps. We �rst characterize the deterministic opti-

mum. We then study how productivity shocks propagate when aggregate capital is �xed

at this deterministic allocation. Finally, we turn to the optimal allocation under uncer-

tainty, �rst focusing on the sectoral allocation of capital and then on the optimal level of

aggregate capital.

First-order conditions. The planner chooses aggregate capitalK and the upstream share

f . Using (3)-(6), period-1 consumption is

C = Ad

�
(1 � gq) (Au f K)

sq� 1
sq + gq ((1 � f )K)

sq� 1
sq

� sq
sq� 1

. (8)

Given the assumptions above, we can factor out aggregate capital K and Ad to obtain
C = KAdC̃, where C̃ � C/ (KAd) depends only on Au and f . Thus K and Ad enter
the �rst-order condition for f only through a positive multiplicative factor and drop
out. This in turn implies that the optimal upstream share is independent of aggregate
capital, a property we exploit throughout this section. Let C̃L and C̃H denote normalized
consumption when Au = AL and Au = AH , respectively. The �rst-order condition for
the upstream share is then

0 =
1
2

C̃� e� 1
c

L

�
(1 � gq)

�
ALf
C̃L

� � 1
sq

AL

| {z }
˜MPKu,L

� gq

�
1 � f

C̃L

� � 1
sq

| {z }
˜MPKd,L

�

+
1
2

C̃� e� 1
c

H

�
(1 � gq)

�
AH f
C̃H

� � 1
sq

AH

| {z }
˜MPKu,H

� gq

�
1 � f
C̃H

� � 1
sq

| {z }
˜MPKd,H

�
. (9)

This expression decomposes the marginal impact of reallocating capital toward the up-

stream sector. The �rst term in each upstream state, ˜MPKu,S, is the marginal product

of upstream capital in state S, which contributes positively to consumption. The second

term, ˜MPKd,S, is the opportunity cost in terms of foregone production in the downstream

sector. The marginal product in each state nets the difference between these two effects.

Beyond these productivity trade-offs, the sectoral share also depends on risk aversion

through the marginal-utility weights C̃� e� 1
c

S , S 2 f L, Hg: when a state has lower con-

sumption, an additional unit of consumption in that state is more valuable, and this force

is stronger when risk aversion is higher.

The �rst-order condition with respect to aggregate capital yields the following Euler

11



equation:

C� e� 1
c

0 = bK� e� 1
c E

�
�
AdC̃

� 1� e� 1
c

�
. (10)

This condition characterizes the optimal intertemporal split between period-0 consump-

tion and aggregate capital in place for period-1 production.

2.2 Ampli�cation of negative upstream shocks at the deterministic al-

location

We start from the allocation the planner would choose absent uncertainty: the two-period

counterpart of the deterministic steady state, and the reference point against which excess

allocation is de�ned. In the deterministic benchmark, we set Au = Ad = Ā = 1. Since

aggregate capital factors out of period-1 consumption, the sectoral share is pinned down

independently of aggregate capital. The �rst-order condition for f in the deterministic

case is

 

(1 � gq)
�

f
C̃

� � 1
sq

� gq

�
1 � f

C̃

� � 1
sq

!

= 0. (11)

Solving this condition gives

f determ=

�
1 � gq

� sq

g
sq
q +

�
1 � gq

� sq
. (12)

Thus, the deterministic sectoral share depends only on the production parameters gq

and sq. A higher gq increases the weight on downstream capital and therefore lowers the

upstream share. When gq = 1/2, symmetry implies f determ= 1/2 for any value of sq.

With f determ �xed, aggregate capital is determined by the intertemporal Euler condition.

Let C̃determdenote normalized period-1 consumption evaluated at f determ. The determin-

istic aggregate-capital choice is

Kdeterm=
Y0

1 +
�

b(C̃determ)1� e� 1
c

� � ec
. (13)

Thus, aggregate capital generally depends on sectoral composition through the deter-

ministic continuation payoff, even though it does not affect the sectoral share. This de-

12



pendence disappears in the logarithmic case e� 1
c = 1, in which Kdeterm= b

1+ bY0.

Throughout the remainder of this section, we will frequently evaluate expressions at the

deterministic optimum for f and K. For this, we will use �jdeterm to denote evaluation at

(K, f ) = ( Kdeterm, f determ).

The impact of productivity shocks at the deterministic solution. We now analyze the

period-1 consumption response to shocks when aggregate capital and the sectoral share

are set according to the deterministic allocation. Let Cx,y denote consumption when

Au = Ax and Ad = Ay, with x, y 2 f L, Ā, Hg. We de�ne impulse responses in log

consumption:

IR +
u � log CH,Ā � log CĀ,Ā , IR +

d � log CĀ,H � log CĀ,Ā ,

IR �
u � log CĀ,Ā � log CL,Ā , IR �

d � log CĀ,Ā � log CĀ,L.

For negative shocks, the impulse response is the log-consumption drop from the no-

shock benchmark to the low-productivity state, so all impulse responses are positive

magnitudes. We can now de�ne log-response asymmetry as the percentage difference

between positive and negative impulse responses:

Asym log
u = 1 �

IR �
u

IR +
u

, Asym log
d = 1 �

IR �
d

IR +
d

. (14)

Using this notation, we can formally characterize the asymmetric nature of consump-

tion responses under the deterministic allocation and its implication for expected log

consumption:

Lemma 1. If inputs are complements (sq < 1), then at the deterministic allocation:

1. Impulse responses to upstream shocks exhibit negative asymmetry:

IR �
u

�
�
determ> IR +

u

�
�
determ =) Asym log

u

�
�
�
determ

< 0.

2. Impulse responses to downstream shocks are symmetric:

IR �
d

�
�
determ= IR +

d

�
�
determ= Da =) Asym log

d

�
�
�
determ

= 0.
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3. Expected log consumption is below the no-shock benchmark:

E [log C(Au, Ad)]jdeterm< log C( Ā, Ā)
�
�
determ.

The proof of Lemma 1 is presented in Appendix A.2. Lemma 1 recovers, in our environ-

ment with predetermined capital, the ampli�cation property that Baqaee and Farhi(2019)

establish for static production networks. We record it here because it is the benchmark

against which the new precautionary effects of uncertainty are measured in what follows.

The lemma formalizes a central phenomenon that emerges in production networks: when

inputs are complements, negative upstream log-productivity shocks have disproportion-

ately large effects on log consumption compared to positive shocks of equal magnitude.

This asymmetry implies that in the deterministic solution, expected log consumption lies

below the no-shock benchmark.

Figure 1 shows the consumption response to productivity shocks under four different

substitutability cases. Panel (a) shows that upstream shocks generate asymmetric con-

sumption responses when inputs are complements, with the asymmetry becoming more

pronounced as sq decreases toward the Leontief case. Panel (b) shows the contrasting

multiplicative effect of downstream productivity. Because downstream productivity op-

erates outside the CES aggregator, log consumption moves one-for-one with log down-

stream productivity, independently of the elasticity of substitution.

Figure 1: Consumption responses to shocks in the deterministic solution

(a) Impact of upstream productivity shocks (b) Impact of downstream productivity shocks

Note: The �gure shows consumption as a function of productivity in both sectors. Consumption
is expressed in units of capital. Panel (a) shows the impact of upstream productivity shocks
across four substitutability cases: Leontief (sq ! 0), complements (sq = 0.25), Cobb-Douglas
(sq ! 1), and substitutes (sq = 4). Panel (b) shows the impact of downstream productivity
shocks; the four substitutability cases are irrelevant for the consumption response since the
downstream shock is outside the CES aggregator. Calibration: gq = 0.5, so both sectors are the
same size, and we �x K = 1.
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2.3 Optimal sectoral allocation under uncertainty

We now study the sectoral allocation under uncertainty. Given that aggregate capital

does not affect the sectoral composition choice, we focus �rst on characterizing this mar-

gin. Our characterization has three parts: (i) excess upstream allocation insures against

negative upstream shocks; (ii) this insurance has an expected-consumption cost; and (iii)

risk aversion determines whether the planner accepts this cost.

Insurance bene�ts of excess allocation upstream. Because the upstream sector be-

comes the bottleneck when inputs are complements, shifting capital toward it should

cushion the downside; the following lemma establishes this formally.

Lemma 2. If inputs are complements (sq < 1), then increasing the upstream share of capital be-

yond the deterministic optimum decreases the impulse response to negative upstream productivity

shocks:
¶IR �

u

¶f

�
�
�
�
determ

< 0

whereIR �
u measures the log-consumption drop resulting from a negative upstream productivity

shock.

The proof of this lemma is presented in Appendix A.3. This lemma formalizes the in-

surance value of excess allocation upstream. When the upstream input and downstream

capital are complements, raising the upstream share beyond what would be optimal in a

deterministic environment dampens the effect of negative upstream productivity shocks

on log consumption.
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Figure 2: Consumption vs. elasticity of substitution in each state

Note: The �gure shows normalized consumption C̃ = C/ (KAd ) as a function of the elasticity
of substitution sq, in the high and low upstream productivity states and in expectation across
them, under two capital allocations: the deterministic optimal upstream share f determof equation
(12) (solid lines) and an upstream share 5% higher (dashed and dotted lines). Normalizing by
aggregate capital and downstream productivity is without loss of generality because both factor
out of period-1 consumption, so the �gure does not depend on K or on Ad . Calibration: gq = 0.5,
so that f determ = 1/2 for every sq; upstream log productivity takes the two values au = � Da

with equal probability, with Da = log 2 � 0.69, so thatAL = 1/2 and AH = 2, and E [C̃] averages
over these two states.

Figure 2 illustrates why by plotting consumption across upstream productivity states

for different values of sq, and for two different capital allocations: the deterministic

allocation, and an alternative in which we allocate 5% more capital upstream than in the

deterministic case. When inputs are complements (sq < 1), the decline in consumption

with low productivity is smaller when the planner allocates excess capital to the upstream

sector (dashed green line) than in the deterministic case (solid green line): when inputs

are complements, the upstream sector becomes abottleneck, so allocating more capital to

that sector cushions negative shocks. Instead, when inputs are substitutes (sq > 1), an

excess upstream allocation creates a small ampli�cation of negative shocks.

In addition to illustrating how upstream allocation insures against negative shocks, the

�gure shows the state-contingent effects behind the expected-consumption cost charac-

terized in Proposition 1. Extra upstream capital cushions the low-productivity state but

lowers consumption comparatively in the high-productivity state (blue lines).
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The costs of excess capital allocation upstream. Next, we determine whether excess

allocation upstream lowers expected consumption. By the same factorization as above,

E [C] is proportional to E [C̃] with a factor of proportionality that does not depend on f , so

the sign of the effect is governed by the derivative of expected normalized consumption

with respect to the sectoral share f .

Proposition 1. With complementary inputs (sq < 1), increasing the upstream share beyond the

deterministic optimum lowers expected consumption, up to a �rst-order approximation around

sq = 1:
¶E [C]

¶f

�
�
�
�
determ

< 0.

The proof of this proposition is presented in Appendix A.4. The proposition identi�es the

expected-consumption cost of precautionary attenuation. Increasing f reallocates capital

from the downstream sector to the upstream sector. This raises consumption in the low

upstream productivity state, but the ef�ciency loss in the high-productivity state receives

a larger scale weight.11

The mechanism can be inspected by decomposing the effect on expected normalized
consumption into the state-contingent marginal products de�ned in equation ( 9). Write

˜MPKdeterm
j,S for ˜MPK j,S evaluated at f determ. Then

¶E [C̃]
¶f

�
�
�
�
determ

=
1
2

�
˜MPK

determ
u,L| {z }

bottleneck relief
low productivity

� ˜MPK
determ
d,L| {z }

downstream not
bottleneck

�
+

1
2

�
˜MPK

determ
u,H| {z }

high productivity
little relief

� ˜MPK
determ
d,H| {z }

downstream
bottleneck

�

Figure 3 illustrates this decomposition. The mechanism is sharpest near the Leontief

limit when sq is close to zero. In the low upstream productivity state, upstream output is

the bottleneck, so the marginal product of upstream capital (solid red line) exceeds that

of downstream capital (dashed-dotted red line): reallocating capital upstream relaxes

the bottleneck. Yet this gain is limited because upstream productivity is low. In the

high upstream productivity state, downstream capital is the bottleneck, so the marginal

product of downstream capital (dotted blue line) greatly exceeds that of upstream capital

(dashed blue line): reallocating capital upstream is then particularly costly. Thus, under

strong complementarity, upstream capital is useful where it is not very productive and

11The two state-contingent effects are exactly signed for any sq < 1; the �rst-order approximation around
Cobb-Douglas is needed only for their average. Appendix A.4 signs that average exactly, with no expansion
anywhere in the argument, whenever gq � 1/2: in that case the proposition holds for every sq < 1 and
every Da.
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productive where it is not very useful. The larger scale of the high-productivity state

makes its ef�ciency cost dominate locally around sq = 1. As sq approaches one, the

state-contingent gaps close and this mechanism disappears.

Figure 3: Marginal products of capital across different elasticities of substitution

Note: The �gure shows the marginal product of upstream capital ( ˜MPKu) and downstream cap-
ital ( ˜MPKd) in the low upstream productivity state (red curves) and high upstream productivity
state (blue curves). All values are evaluated at the deterministic optimal upstream share. The
vertical dotted line marks the Cobb-Douglas case, sq = 1. Parameter: gq = 0.5.

Optimal upstream share under uncertainty. Proposition 1 shows that, locally around

the Cobb-Douglas case, excess upstream allocation trades expected consumption for in-

surance. We now characterize when the planner accepts this trade-off.

To determine this, our analytical strategy is to evaluate the marginal expected utility of a

higher f at the deterministic allocation. If this marginal expected utility is positive, then

the stochastic optimum satis�es f � > f determ. The argument uses the fact that marginal

expected utility is decreasing in f .12

12Expected utility is concave in f : C̃ is a constant-returns CES aggregator evaluated at (Au f , 1 � f ),
which is linear in f , and composing with the increasing, concave period utility preserves concavity. When
sq < 1, C̃ vanishes at f = 0 and f = 1, so the optimum is interior.
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Figure 4: Marginal expected utility as a function of the upstream share

Note: The �gure plots marginal expected utility as a function of f . The intersection with the
horizontal axis determines the stochastic optimum. Parameters: sq = 0.25,gq = 0.5, and e� 1

c =
2.

Figure 4 illustrates the argument. When marginal expected utility is positive at the de-

terministic allocation (dashed-dotted red line), the root of the curve lies to the right of

the deterministic share (dashed green line), so the stochastic optimum involves excess

upstream allocation.

Proposition 2. With complementary inputs (sq < 1) ande� 1
c > 1, the optimal allocation satis�es

f � > f determ,

up to a �rst-order approximation aroundsq = 1.

The proof of this proposition is presented in Appendix A.5. When e� 1
c < 1, the �rst-order

approximation instead implies f � < f determ. At the boundary e� 1
c = 1, the �rst-order

approximation is inconclusive. The exact condition derived in the Appendix implies that,

for sq 6= 1, f � > f determ when gq > 1/2, f � < f determ when gq < 1/2, and f � = f determ

when gq = 1/2. At sq = 1, the stochastic and deterministic shares coincide. Away

from the boundary, the threshold of one summarizes the trade-off between the low-state

insurance gain and the high-state ef�ciency loss. Risk aversion above one gives greater

welfare weight to the low-productivity state, making the insurance gain dominate. 13

13As in Proposition 1, the �rst-order approximation around Cobb-Douglas can be dispensed with at the
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Proposition 4 in the Appendix turns from the sign of this marginal value to how it

responds to parameters. Locally around sq = 1 and with complementary inputs, the

marginal value of upstream allocation at the deterministic share is increasing in risk

aversion for every e� 1
c > 0, and e� 1

c = 1 is the point at which it crosses zero. Greater

upstream log-TFP volatility instead magni�es this marginal value without changing its

sign, so it reinforces excess upstream allocation whene� 1
c > 1 and reinforces the opposite

tilt when e� 1
c < 1. Upstream volatility is the only source of risk that governs this com-

parative static: because Ad factors out of period-1 consumption and the two shocks are

independent, the sectoral margin depends on the distribution of upstream productivity

alone.

Taken together, excess upstream allocation insures against negative upstream shocks, at a

cost in expected consumption, and the planner accepts this trade-off when risk aversion

is suf�ciently high. All of these results obtain independently of the level of aggregate

capital, which factors out of the �rst-order condition for f .

2.4 Optimal aggregate capital under uncertainty

We now characterize the aggregate-capital margin. Let f � denote the optimal sectoral

share under uncertainty, and let C̃� denote the corresponding normalized period-1 con-

sumption. Applying the Euler equation ( 10) and using C0 = Y0 � K gives the uncertain

optimum

K� =
Y0

1 +
�

bE
�
�
AdC̃�

� 1� e� 1
c

�� � ec
.

This differs from the deterministic solution ( 13) only in that the continuation term is now

an expectation, evaluated at f � rather than at f determ.

Proposition 3. If inputs are not substitutes (sq � 1) and the planner hase� 1
c > 1, then optimal

capital is higher than at the deterministic allocation:

K� > Kdeterm.

cost of a condition on gq: Appendix A.5 signs the exact condition whenever gq � 1/2, in which case the
conclusion holds for every sq < 1, every Da and every e� 1

c > 1. The symmetric weight gq = 1/2 used in
the �gures satis�es the conditions of both propositions.
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The proof of this proposition is presented in Appendix A.8, which splits the risk-adjusted

return to capital into a downstream and an upstream term. The term related to the down-

stream shock, which scales consumption proportionally, is analogous to the one-sector

benchmark of Levhari and Srinivasan (1969) and Sandmo (1970): holding the mean re-

turn �xed, uncertainty raises saving when relative risk aversion exceeds one, which is

where the value of securing consumption in the low states — where marginal utility is

high — outweighs the lower certainty-equivalent return on saving; under log utility the

two cancel.14 The second term comes from the upstream shock, and its sign is set by sq.

When inputs are complements, a low upstream shock cannot be substituted away and

consumption risk becomes left-skewed, as in Lemma 1, which reinforces capital accumu-

lation motives. When inputs are substitutes, the downstream sector uses whichever input

is abundant and upstream risk raises the average return instead; that gain acts like extra

wealth and can push K� below Kdeterm. Risk aversion above one therefore does not settle

the sign on its own. At e� 1
c = 1, K� = Kdeterm.

Proposition 5 in the Appendix complements the main result above and shows how higher

aggregate capital affects impulse responses and asymmetries. As noted above, aggregate

capital factors out of period-1 consumption, so a marginal increase in K raises consump-

tion proportionately in every state. Log-consumption impulse responses are therefore

unaffected by K, and extra capital does not change log-response asymmetry. Aggregate

capital, therefore, changes the level of future consumption, while the sectoral allocation,

f , changes its distribution across productivity states.

Having established the theoretical foundations of capital allocation under uncertainty in

a stylized two-sector framework, we now turn to a full dynamic quantitative model with

input-output and investment goods networks to examine these mechanisms in a richer,

more realistic setting.

3 Quantitative model

Section 2 characterized capital allocation under uncertainty analytically in a stylized en-

vironment. We now embed the same forces in a canonical dynamic economy in which the

upstream–downstream pair becomes a full production network with both intermediate-

14Our uncertainty benchmark differs from that in Levhari and Srinivasan (1969) and Sandmo (1970):
they consider a smooth increase in the volatility of a mean-preserving continuous shock. We recover the
exact same threshold for risk aversion but with discrete shocks and comparing the stochastic case with the
deterministic one.
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input and investment linkages, and capital is chosen every period rather than once and

for all. The model also features labor, sector-speci�c capital adjustment costs, and persis-

tent productivity shocks.

The economy consists of a �nite number of sectors indexed by j = 1, . . . ,N, and time is

discrete with an in�nite horizon. A representative household consumes goods produced

in each sector and supplies labor to �rms in each of them. We describe preferences,

technology, and the planner's problem in turn.

3.1 Households

The representative household has the following preferences over consumption of each

good j, which we denote Cjt , and labor in industry j, which we denote Ljt :

U =
¥

å
t= 0

bt

2

6
4

1

1 � e� 1
c

0

@Ct �
L

1+ e� 1
l

t

1 + e� 1
l

1

A

1� e� 1
c

3

7
5 where

Ct =

 
N

å
j= 1

x
1
sc
j (Cjt )

1� s � 1
c

! 1
1� s � 1

c
,

N

å
j= 1

xj = 1 and Lt=

 
N

å
j= 1

(Ljt )
1+ s � 1

l

! 1
1+ s � 1

l

where b is the discount factor, ec is the intertemporal elasticity of substitution (or the

inverse of the relative risk aversion), el is the Frisch elasticity of labor, xj captures the

time-invariant preference for good j, sc is the elasticity of substitution across goods, and

sl controls the degree of labor reallocation between sectors.

3.2 Firms

The representative �rm in sector j produces gross output Qjt using capital Kjt , labor Ljt ,

and intermediate inputs M jt .15 The production function is:

Qjt = A jt

h
(mj )

s � 1
q

�
Yjt

� 1� s � 1
q +

�
1 � mj

� s � 1
q

�
M jt

� 1� s � 1
q

i 1
1� s � 1

q , where

Yjt =
h
(aj )

s � 1
y

�
Kjt

� 1� s � 1
y +

�
1 � aj

� s � 1
y

�
Ljt

� 1� s � 1
y

i 1
1� s � 1

y .

Variable Yjt denotes the primary factors function, a CES aggregate of capital and labor.

The parameter aj captures the intensity of capital in this primary-factors aggregate, mj

15This variable is also referred to as materials in some papers (e.g.,Rotemberg and Woodford , 1993).
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parameterizes the share of primary factors in gross output, sq is the elasticity of substi-

tution between the primary-factors aggregate and materials, and A jt is a Hicks-neutral

industry-speci�c technology shock that follows the process

log A jt+ 1 = r j log A jt + #A
jt+ 1

where r j represents industry-speci�c persistence and the shocks #A
jt+ 1 are distributed

multivariate normal with mean 0 and variance-covariance matrix SA . In our baseline,

productivity shocks are uncorrelated, that is, the variance-covariance matrix is diagonal.

Firms can accumulate capital by producing an industry-speci�c investment good I jt fac-

ing capital adjustment costs denoted by F jt :

Kjt+ 1 = ( 1 � dj )Kjt + I jt � F jt ,

F jt =
k
2

 
I jt

Kjt
� dj

! 2

Kjt

where dj is the industry-speci�c depreciation rate, and k parameterizes the adjustment

cost function.

The investment good is produced by bundling goods produced by other industries:

I jt =

 
N

å
i= 1

�
g I

ij

� s � 1
I �

Ii jt
� 1� s � 1

I

! 1
1� s � 1

I
, where

N

å
i= 1

g I
ij = 1

where g I
ij represents the importance of good i in the production of the investment good

for sector j, and sI is the elasticity of substitution between inputs of the investment

bundle. In the same vein, the intermediate input is produced using the following bundle:

M jt =

 
N

å
i= 1

�
gm

ij

� s � 1
m �

M i jt
� 1� s � 1

m

! 1
1� s � 1

m
, where

N

å
i= 1

gm
ij = 1.

Parameters gm
ij and sm are analogous to the parameters g I

ij and sI discussed for the

investment bundle.
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3.3 Resource constraints and the planner's �rst-order conditions

The resource constraint for each good is:

Qjt = Cjt +
N

å
i= 1

�
M jit + I jit

�
,

which implies that gross output equals the sum of �nal consumption, intermediate in-

puts, and investment goods. For later accounting, de�ne

M out
jt �

N

å
i= 1

M jit , Iout
jt �

N

å
i= 1

I jit .

These variables denote the amounts of good j used by all sectors as intermediate and

investment inputs, respectively. They differ from M jt and I jt , which are the composite

intermediate and investment bundles used by sector j. Thus the resource constraint can

also be written as Qjt = Cjt + M out
jt + Iout

jt .

In order to obtain the �rst-order conditions, we will use the fact that the model satis�es

the �rst welfare theorem, so we can formulate the equilibrium allocations as the solution

of a planning problem. The planner chooses sequencesf Cjt , Ljt , Kjt+ 1, M i jt , Ii jt gi ,j,t , with

Qjt , Yjt , M jt , I jt , and F jt determined by the technologies above. The planner's Lagrangian

is given by:

L = E0

¥

å
t= 0

bt

8
><

>:

1

1 � e� 1
c

0

@Ct �
L

1+ e� 1
l

t

1 + e� 1
l

1

A

1� e� 1
c

+
N

å
j= 1

L k
jt

�
I jt + ( 1 � dj )Kjt � F jt � Kjt+ 1

�

+
N

å
j= 1

L jt

"

Qjt � Cjt �
N

å
i= 1

�
M jit + I jit

�
#)

where L k
jt is the Lagrange multiplier associated with the capital accumulation constraint

and L jt is the Lagrange multiplier associated with the resource constraint. Let

MU t �

0

@Ct �
L

1+ e� 1
l

t

1 + e� 1
l

1

A

� e� 1
c

.
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We express the planner's shadow prices in units of the aggregate consumption basket:

L̃ jt �
L jt

MU t
, L̃ k

jt �
L k

jt

MU t
.

The consumption �rst-order condition implies

L̃ jt =

 

xj
Ct

Cjt

! s � 1
c

.

We write the �rst-order conditions in terms of these basket-denominated shadow prices

faced by the planner. Appendix B derives the �rst-order conditions and develops math-

ematical identities useful for aggregation and calibration. Section B.8 presents the de-

centralized market formulation and shows that, after writing the problem in aggregate-

consumption-basket units, the planner and equilibrium systems coincide.

3.3.1 Aggregation and GDP

For our quantitative analysis we aggregate sectoral consumption and investment using

�xed basket-denominated shadow prices faced by the planner as weights. 16 We �x these

shadow prices at their deterministic steady-state values in our baseline and verify that

using ergodic shadow prices, computed as averages over long simulations, does not ma-

terially affect the results. 17 Let L̃ j denote the deterministic steady-state value of L̃ jt . The

�xed-shadow-price �nal-expenditure aggregates are

CL̃
t �

N

å
j= 1

L̃ jCjt , I L̃
t �

N

å
j= 1

L̃ j I
out
jt .

Here I L̃
t values the sectoral goods absorbed by investment, Iout

jt , rather than the sectoral

investment bundles I jt . This keeps the aggregate accounting in the same units as the re-

source constraint: each good is allocated to consumption, intermediate use, or investment

use.

The same �xed-shadow-price accounting also gives a measure of GDP as aggregate value

16We focus on aggregate consumption expenditure instead of the utility-based CES aggregate Ct so we
calculate business cycle moments that are analogous to those estimated from data.

17Divisia/Tornqvist chain-weighted aggregates are not used in the main simulations because, with time-
varying expenditure shares, the level index can exhibit drift in long samples even when the underlying
sectoral shadow prices faced by the planner and quantities are stationary; see SectionB.9.1.
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added. Sector j value added is gross output less the intermediate goods it uses,

VA L̃
jt � L̃ jQjt �

N

å
i= 1

L̃ i M i jt . (15)

Summing over sectors and writing aggregate intermediate use in terms of M out
jt gives

GDPL̃
t �

N

å
j= 1

L̃ jQjt �
N

å
j= 1

L̃ j M
out
jt .

Using the goods resource constraint, Qjt = Cjt + M out
jt + Iout

jt , this implies

GDPL̃
t = CL̃

t + I L̃
t . (16)

This completes the description of the economy. The state is the vector of sectoral capital

stocks and productivities, (Kjt , A jt )N
j= 1, so solving the planner's problem globally requires

tracking 2 N state variables. Section4 describes the calibration and the deep learning

method we use to do so.

4 Calibration and solution method

One period in the model is one year. We work with N = 37 private non-farm sectors,

measured at the two-digit NAICS level outside manufacturing and at the three-digit level

within it. Table 1 summarizes the calibration. Panel A reports parameters set externally,

either from the literature or directly from the data. Panel B reports parameters chosen

internally so that the solved model matches expenditure shares and two business-cycle

moments.
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Table 1: Model calibration

Parameter Symbol Value Source

Panel A. External parameters

Discount factor b 0.96 Standard
Intertemporal elasticity ec 0.33 Standard
Frisch elasticity el 0.5 Standard
Intermediate-goods elasticity sm 0.001 Baqaee and Farhi(2019)
Capital-labor elasticity sy 0.6 Ober�eld and Raval (2021)
Primary factors vs. intermediates sq 0.5 Intermediate value
Investment-goods elasticity sI 0.5 Intermediate value
Consumption-goods elasticity sc 0.5 Intermediate value
Depreciation dj By sector Fixed-asset data
TFP persistence r j By sector Gross-output residuals
TFP innovation variances SA By sector Gross-output residuals

Panel B. Internal parameters

Consumption weights xj By sector Consumption shares
Primary-factor intensity mj By sector Value-added shares
Capital intensity aj By sector Factor shares
Investment network g I

ij By sector pair Vom Lehn and Winberry (2022)

Input-output network gM
ij By sector pair Input-output shares

Capital adjustment cost k 4.25 Sectoral Inv. volatility
Labor reallocation elasticity sl 0.0475 Labor–TFP correlation

Notes: The model is calibrated at annual frequency for N = 37 private non-farm sectors, using the
dataset and investment-network construction of Vom Lehn and Winberry (2022) over 1948–2018. Panel A
parameters are set externally, either from the literature or directly from the data; Panel B parameters are
set internally. The share parameters reproduce expenditure shares in the deterministic steady state. The
capital adjustment cost k targets the value-added-weighted volatility of sectoral investment (data 0.110,
model 0.096); the labor reallocation elasticity sl targets the value-added-weighted labor–TFP correlation
(data � 0.079, model � 0.065). Sectoral TFP processes are gross-output Solow residuals constructed from
gross output, intermediate inputs, capital, and labor, then detrended with a fourth-order log polynomial.

The empirical backbone is the annual sectoral dataset of Vom Lehn and Winberry (2022),

together with their constructed investment network, over 1948-2018. Their data com-

bine BEA Fixed Assets, Input-Output, and GDP-by-Industry series, and their investment

network allocates asset-level investment purchases to producing sectors through bridge

�les.
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4.1 External calibration

The external calibration has two parts. First, we set preferences and production elas-

ticities using values from the literature when available. At annual frequency, we set

b = 0.96, implying a 4 percent real interest rate. We choose an intertemporal elasticity

ec = 0.33, implying relative risk aversion of about three, and a Frisch elasticity el = 0.5.

Intermediate inputs are close to Leontief, with sm = 0.001, following Baqaee and Farhi

(2019). The elasticity between capital and labor is sy = 0.6, as estimated byOber�eld and

Raval (2021). For the remaining elasticities comparable direct estimates are not available.

Quantitative multi-sector models often impose Cobb-Douglas aggregation for tractability

(Vom Lehn and Winberry , 2022; Atalay , 2017; Foerster et al., 2011). Since our goal is to

study a general benchmark with complementarities, we set the elasticities between pri-

mary factors and intermediates, across investment goods, and across consumption goods

to 0.5. This choice lies between Cobb-Douglas and the Leontief case. We verify in Sec-

tion 5.5 that the qualitative results are robust to setting these remaining elasticities to

Cobb-Douglas.

Second, the objects with direct empirical counterparts are estimated from the sectoral

data. Following Vom Lehn and Winberry (2022), �xed-asset data discipline sectoral de-

preciation rates and the investment network, input-output tables discipline intermediate-

input linkages, and gross-output, GDP-by-industry, and employment data discipline sec-

toral production, labor, and productivity. For each sector, we average BEA depreciation

rates over the sample, weighting capital-good types by their use in that sector. Because

productivity is a gross-output shock, we construct sectoral TFP from gross output, inter-

mediate inputs, capital, and labor. The procedure follows Vom Lehn and Winberry (2022),

generalized to CES production. Appendix B.13describes the TFP accounting procedure,

capital measurement, detrending, and shock-process estimation.

4.2 Internal calibration

The internal calibration also has two parts. First, we choose the sectoral weights and

network intensities to match expenditure shares in the deterministic steady state. This

step is necessary because CES weights are not equal to expenditure shares away from the

Cobb-Douglas case. It identi�es the consumption weights xj , primary-factor intensities

mj , capital intensities aj , investment network g I
ij , and input-output network gm

ij . Appendix

B.14gives the complete mapping from empirical expenditure shares to model intensities.

Second, we choose the two parameters that discipline adjustment frictions. The capi-
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tal adjustment cost parameter k is chosen to match the value-added-weighted average

volatility of sectoral investment. The labor reallocation elasticity sl is chosen to match

the value-added-weighted average correlation between sectoral labor and sectoral TFP.

These two targets appear in Panel B of Table1. The �rst target pins down how costly it

is to move capital over time; the second pins down how easily labor moves across sectors

when productivity changes.

Table 2 reports untargeted business cycle momentsTable 2 reports untargeted business

cycle moments for the same 1948-2018 sample. Panel A shows substantial sectoral co-

movement despite independent TFP shocks. As emphasized by Horvath (2000), this is a

demanding test for multisector models: comovement must be generated endogenously

by the production network rather than imposed through aggregate disturbances. The

correlations for consumption, value added, and investment are in the empirical range,

while labor comovement is too high. Panel B compares weighted-average sectoral volatil-

ity in Domar weights, value added, and labor. Value added is more volatile and la-

bor less volatile in the model than in the data. Following Baqaee and Farhi (2019), we

view Domar-weight volatility as a proxy for nonlinear propagation: Hulten's theorem

makes Domar weights the �rst-order impact of sectoral shocks, while changes in Domar

weights discipline the nonlinear terms beyond the �rst-order approximation. The model

features Domar-weight volatility that is close to, but below, the data. Panel C reports

aggregate volatilities: consumption and GDP are more volatile than in the data, while

investment and labor are less volatile. Panel D shows aggregate correlations with the

correct sign. The consumption-investment correlation is close, 0.72 versus 0.77, while

the consumption-labor correlation is too high, a direct consequence of GHH preferences.

Overall, the model matches the signs of the moments considered, generates endogenous

sectoral comovement, and delivers a close quantitative �t for several key moments.
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Table 2: Untargeted model vs. data business cycle moments

Moment Data Model

Panel A. Sectoral comovement

Average correlation across sectors in consumption 0.2381 0.2740

Average correlation across sectors in value added 0.2786 0.1583

Average correlation across sectors in investment 0.2704 0.4270

Average correlation across sectors in labor 0.4495 0.8513

Panel B. Sectoral weighted-average volatilities

å j wGO
j s(Domar jt ) 0.0430 0.0318

å j wVA
j s(VA jt ) 0.0427 0.0877

å j wVA
j s(Ljt ) 0.0313 0.0148

Panel C. Volatility of aggregates

s(Ct ) 0.0177 0.0287

s( It ) 0.0633 0.0490

s(GDPt ) 0.0240 0.0312

s(Lt ) 0.0218 0.0143

Panel D. Correlation of aggregates

corr(Ct , It ) 0.7689 0.7168

corr(Ct , Lt ) 0.6674 0.9885

Notes: Entries are untargeted business-cycle moments over 1948-2018. Unless noted otherwise,
data moments use the sectoral dataset ofVom Lehn and Winberry (2022). Aggregate consumption
in Panels C and D uses BEA NIPA real personal consumption expenditures. Data volatilities
are standard deviations of HP-�ltered log series; model volatilities are standard deviations of log
deviations from the deterministic steady state. Correlations are unit-free. Comovement refers
to average correlation across sectors in a given variable. For sectoral consumption, investment,
and value added, comovement uses current-price expenditures PjCj , Pk

j I j , and Pj Qj � Pm
j M j . wVA

j

are value-added shares,wGO
j are normalized gross-output shares, and wQ

j are steady-state gross-
output quantity weights. The model column reports moments from the Nonlinear solution.

4.3 Global solution method

The quantitative results require a global solution. Local perturbation methods provide

useful benchmarks, and we use the �rst-order approximation throughout the paper for

comparison. But the main questions in the paper concern large shocks, nonlinear produc-

tion networks, and precautionary behavior. These objects are properties of the ergodic
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distribution, not of a neighborhood around the deterministic steady state alone. 18

Appendix C provides a complete account of the computational method and its valida-

tion. The computational problem is high-dimensional. Given N = 37 sectors, the state

contains 2N = 74 sectoral capital and TFP variables, and at each state the reduced system

contains 11N + 8 = 415 relative residual equations. Moreover, the Euler equations con-

tain conditional expectations over a 37-dimensional vector of continuous TFP shocks. We

solve the model by extending the deep equilibrium nets (DEQN) approach of Azinovic et

al. (2022). The extension has two main ingredients: (i) nonlinear residual learning, which

stabilizes training by anchoring the global policy at the log-linear solution; and (ii) ex-

pectation evaluation using a Monte Carlo method with variance reduction, vectorized on

GPUs, which makes the expectation terms accurate enough in a high-dimensional shock

space.

The method has the following structure. Let st collect sectoral capital and TFP, and let

xt = g(st ) collect the log policy variables. The equilibrium conditions can be written

compactly as

F (st , xt ,E t H (st+ 1, xt+ 1)) = 0. (17)

The expectation term appears because some equilibrium conditions contain variables

dated t + 1. The strength of DEQN is its simplicity: the neural network approximates

only the policy function g(st ). Because the method is simulation based, neither the state

space nor the shock distribution needs to be discretized. For each shock draw, the policy

maps the implied next state into next-period choices; averaging across draws forms the

conditional expectation. Substituting the current policy and this expectation into the

Euler equations and the remaining equilibrium conditions yields the loss used to train

the network.

Residual learning. Our �rst extension to the standard DEQN method is nonlinear

residual learning. We do not require the neural network to learn the policy from scratch.

We �rst solve the model using a �rst-order approximation around the deterministic

steady state sss. Let xss denote the vector of deterministic-steady-state log policy vari-

ables, and let C be the policy matrix from Dynare's �rst-order state-space solution, map-

ping state log deviations into policy log deviations. In implementation, the neural net-

work takes (st � sss)/ ss as its input and returns standardized policy log deviations. The

18Vom Lehn and Winberry (2022) compute a second-order approximation of their model. We compute
the global solution instead, as our interest is in the propagation of large shocks and we thus need high
accuracy at the tails of the ergodic distribution.
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policy is

xt = xss+ C(st � sss) + sx � rq

�
st � sss

ss

�
,

where � denotes element-by-element multiplication, ss and sx are the standard devia-

tions of states and policies in simulations of the log-linear model, and rq is the neural-

network output evaluated at standardized inputs. Upon initialization, this output is zero,

so the initial policy is exactly the log-linear solution. This provides stable simulations in

an economically relevant ergodic region and a policy with useful initial accuracy. The

log-linear baseline centers the correction learned by the network near zero, while stan-

dardization puts inputs and policy outputs on comparable scales, preventing variables

with larger numerical units from dominating gradient updates and thereby stabilizing

training ( LeCun et al., 1998). Together, these features enable convergence in a large state

and policy space.

Monte Carlo expectations. The second extension is a Monte Carlo procedure with vari-

ance reduction for the expectation terms. Given a candidate policy, current choices and a

draw of next period's TFP shocks imply a next state. We evaluate the candidate policy at

the next state and form the relevant Euler-equation term to evaluate equation ( 17). Av-

eraging this object across many shock draws approximates the conditional expectation. 19

Independent draws are noisy in a 37-dimensional shock vector, and this noise can pre-

vent stable training. We therefore combine two variance-reduction devices before scaling

shocks by the estimated sectoral innovation variances. Antithetic sampling draws half of

the shock vectors and uses their sign-reversed mirror images as the other half (Hammer-

sley and Morton , 1956). Since the shock distribution is symmetric around zero, each pair

is centered by construction, so a small batch cannot move the expectation in one direction

simply by chance. Latin hypercube sampling divides the range of each shock into equally

likely bins and draws once from each bin ( McKay et al., 1979). This makes every batch

cover the support of each shock more evenly than independent random draws. We use

128 shock draws per state in training and 256 in evaluation.

Appendix C extensively reports approximation errors by equation block, separate diag-

nostics for states from the ergodic distribution and the large-shock exercises, and conver-

gence checks across training lengths and random seeds.

19The calculation is vectorized across current states and shock draws in JAX, so it can be evaluated in
parallel on GPUs.
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5 Quantitative results

In this section, we present the quantitative results from the global solution of the model.

Our analysis follows the same progression as the two-sector model in Section 2. We �rst

abstract from precautionary motives and isolate the nonlinear propagation of unantici-

pated sectoral shocks. We then turn to the global solution and study how the planner

allocates capital in anticipation of those shocks, both across sectors and in the aggre-

gate. Finally, we examine how nonlinear propagation and precautionary policies shape

the distribution of aggregates and the welfare cost of business cycles. To interpret these

quantitative results, we use the analytical insights and mechanisms described in the two-

sector model of Section 2. We close with an application to energy disruptions and a set

of robustness exercises.

5.1 Nonlinear ampli�cation and precautionary attenuation

We begin by studying shock propagation through impulse responses to sectoral TFP

shocks. We compare responses computed using three methods: a �rst-order approxima-

tion, perfect-foresight transitions following MIT shocks, and the global solution. These

comparisons distinguish between two concepts: nonlinear ampli�cation and precaution-

ary attenuation. Nonlinear ampli�cation is measured by comparing the perfect-foresight

response to an MIT shock with the �rst-order response, thereby isolating the effect of

nonlinearities in the absence of uncertainty. 20 Neither the MIT-shock transition nor the

�rst-order approximation incorporates the planner's ex ante precautionary motives. Pre-

cautionary attenuation, in contrast, is measured by comparing the response under the

global solution with the perfect-foresight response to an MIT shock, thereby capturing

the effects of uncertainty and the planner's precautionary motives.

Nonlinear ampli�cation under unexpected shocks. We focus �rst on nonlinear ampli�-

cation. To do this, we study how the aggregate economy adjusts after unexpected one-off

sectoral MIT shocks. By an “MIT shock” we refer to an unanticipated, zero-probability

change in a sector's TFP, after which its future path is perfectly known. To compute the

response, we start the economy at the deterministic steady state but with the shocked

TFP, and solve the deterministic transition forward under the assumption of no further

shocks as the economy returns to the steady state. By design, this exercise removes the

planner's ex ante precautionary motives and therefore plays the same role as evaluating

20Although the �rst-order approximation is computed for the stochastic model, certainty equivalence
implies that shock variances do not affect the �rst-order policy rules.
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shocks at the deterministic allocation in Section 2. Following Baqaee and Farhi(2019), we

illustrate these effects by contrasting the impact of large negative shocks to “Mining, Oil

and Gas” and “Retail,” representative upstream and downstream sectors, respectively.

We subsequently extend the analysis to all sectors and consider different shock sizes.

The dashed black line in Panel (a) of Figure 5 displays the impulse response of aggregate

consumption to an MIT “energy-disruption” shock. We consider a large shock, leading

to a 25 percent decline in sectoral TFP. In the same panel, we compare this nonlinear

response with that obtained under a �rst-order approximation (dash-dotted gray line).

The latter response scales linearly with the shock size by construction. The consump-

tion response to the MIT shock is larger than the �rst-order response, illustrating how a

disruption in an upstream sector cascades through the network with outsized aggregate

effects.21

Panel (b) repeats the experiment for “Retail,” a downstream sector. In this case, how-

ever, there is no ampli�cation: the impulse response to the MIT shock coincides with

that under a �rst-order approximation. Appendix D.2 displays the results of the same

exercise for “Primary Metals” and “Paper,” which, together with “Mining, Oil and Gas,”

constitute the three most upstream sectors, and for “Health” and “Education,” which,

together with “Retail,” constitute the three most downstream sectors according to the

upstreamness metric of Antr �as et al. (2012). The same pattern appears throughout: large

nonlinear ampli�cation of upstream shocks and almost none for downstream shocks.

This is consistent with Lemma 1 in Section 2, whereby disruptions to upstream sectors

create bottlenecks that spread through downstream production.

Both panels also display the corresponding responses under the global solution (solid

blue lines), which we analyze below in our discussion of precautionary attenuation under

the global nonlinear solution.

21Investment, capital, and labor responses, together with the sectoral impulse responses for Mining, Oil
and Gas, are reported in Appendix D.2; the full cumulative-response table is reported in Appendix D.1.
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Figure 5: Impulse responses of aggregate consumption

(a) Mining, Oil and Gas shock (b) Retail shock

Notes: The panels show aggregate consumption responses to negative sectoral TFP shocks of 25
percent. Solid blue lines report the generalized impulse response in the global solution: initial
states are sampled from the ergodic distribution and, for each draw, a zero-shock baseline path is
compared with a path whose TFP state is shifted on impact, with both paths then simulated for-
ward with zero shocks; the plotted response is the average difference across draws. The horizontal
axis reports periods after impact. The vertical axis reports impulse responses in percent. Dashed
and dash-dotted lines report comparison impulse responses under the MIT shock and �rst-order
approximation, respectively; these impulse responses start at the deterministic steady state.

Next, we analyze the nonlinear ampli�cation of negative sectoral shocks for the average

sector in the U.S. economy. We compute the impulse response to a shock in each sector

individually and then average these sector-speci�c responses. Panel (a) of Figure 6 dis-

plays the difference between the cumulativeimpulse responses of aggregate consumption

under MIT shocks and the �rst-order approximation. As expected, it shows that the non-

linear ampli�cation of negative shocks is increasing and convex in shock size. For small

shocks, the MIT-shock response coincides with the �rst-order approximation and thus

the difference is almost zero (Boppart et al., 2018). As shock sizes increase, nonlinearities

become more relevant and the difference widens: 5 percent shocks are ampli�ed by 2.4

percent relative to the �rst-order response, while 25 percent shocks are ampli�ed by 18.6

percent for the average sector in the U.S. economy.
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Figure 6: Nonlinear ampli�cation and asymmetry in MIT shocks

(a) Nonlinear ampli�cation of negative shocks (b) MIT shock asymmetry

Notes: The panels report measures based on cumulative aggregate consumption responses. Each
measure is computed by shocking one sector at a time and then averaging across sectors. The
horizontal axis reports shock size in percent. The left panel reports nonlinear ampli�cation of
negative shocks, measured as the percentage difference between the MIT-shock and �rst-order
cumulative responses. The right panel reports MIT-shock asymmetry, measured as 100 times
one minus the ratio of the magnitude of the negative cumulative response to that of the positive
cumulative response. The vertical axes report percent differences.

The right panel shows MIT-shock asymmetry for the average sector, de�ned as 100 times

one minus the ratio of the magnitude of the negative cumulative response to that of the

positive cumulative response, as in equation ( 14). Asymmetry becomes more pronounced

(more negative) with shock size because negative responses become progressively larger

relative to positive responses to shocks of the same size, falling from � 4.7 percent for a

5 percent shock to � 33.9 percent for a 25 percent shock. Appendix Table 9 shows that

this asymmetry re�ects not only ampli�cation of negative shocks but also dampening of

positive shocks. These results echo those obtained in our two-period model (Lemma 1).

The cross-sector pattern for large disruptions is closely related to sectors' positions in the

production network. Appendix Table 10reports regressions of nonlinear ampli�cation for

negative 25 percent shocks on IO upstreamness and investment upstreamness, controlling

for sectoral TFP innovation volatility and persistence. The coef�cient on IO upstreamness

is positive and signi�cant at the 1 percent level. By contrast, the coef�cient on investment

upstreamness is negative and is not statistically signi�cant. Thus, conditional on both
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network measures and sectoral shock processes, nonlinear ampli�cation is associated

with a sector's upstream position in the input-output network, not with its upstream

position in the investment network.

Precautionary attenuation of upstream disruptions in the global nonlinear solution.

In the previous exercise, the allocations we track do not yet account for ex ante risk. We

now turn to the global solution. Like the perfect-foresight response to an MIT shock,

the global solution captures nonlinear dynamics; unlike that exercise, however, it also

incorporates the planner's precautionary motives when allocating capital under risk. To

quantify the resulting dynamics, we compute generalized impulse responses. Rather

than starting from the deterministic steady state, we draw initial states from the ergodic

distribution. For each draw, we simulate two paths under the global policy functions —

one with an initial TFP shock and one without it. Both paths evolve without subsequent

innovations, and we average their differences across initial states.22

The solid blue line in Panel (a) of Figure 5 displays the response to a Mining, Oil and Gas

shock under the global solution. The response exhibits precautionary attenuationrelative

to the MIT response, especially during the �rst �ve years. 23 Panel (b) shows essentially

no precautionary attenuation for the downstream Retail shock. This pattern is consistent

with the insurance result in Lemma 2: precautionary allocation cushions negative shocks

in the upstream locations where complementarity would otherwise make them most

costly.

In Appendix D.1, we report average precautionary attenuation across shock sizes and

signs. As with nonlinear ampli�cation, the precautionary attenuation of responses to

negative shocks increases with shock size, rising from 2.1 percent for a 5 percent shock to

8.2 percent for a 25 percent shock. Responses to positive shocks are modestly attenuated

for shocks up to 15 percent, but not for the largest shocks. Consequently, precautionary

policy substantially reduces response asymmetry.

Finally, we examine the cross-sector pattern in precautionary attenuation for large dis-

ruptions. We measure network position using the upstreamness concept of Antr �as et al.

22Under the global policy functions, impulse responses need not be proportional to shock size or sym-
metric across positive and negative shocks. In a linear model, by contrast, the difference between the
shocked and unshocked paths is independent of the initial state and proportional to the shock. Thus,
for a given shock, averaging across ergodic initial states yields the same response as starting from the
deterministic steady state.

23Appendix D.2 displays responses to other upstream shocks, such as “Primary Metals” and “Paper,”
which exhibit larger nonlinear ampli�cation and precautionary attenuation.
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(2012), generalized to the input-output and investment networks in our model; Appendix

B.15 de�nes both measures. Table 10 reports regressions for negative 25 percent shocks

that include both upstreamness measures and control for sectoral TFP innovation volatil-

ity and persistence. The coef�cient on IO upstreamness is positive and is signi�cant at

the 1 percent level, whereas the coef�cient on investment upstreamness is positive but not

statistically signi�cant. Hence precautionary attenuation is strongest for shocks to sec-

tors that are upstream in the input-output network, even conditional on their position in

the investment network. Together with the ampli�cation results above, this implies that

the sectors whose shocks generate the strongest nonlinear propagation are also those for

which the global solution provides the greatest precautionary attenuation.

5.2 Precautionary policies in dynamic nonlinear networks

Precautionary cross-sectional capital allocation in the global nonlinear solution. The

optimal policies under the global solution imply an economic structure that differs from

that of the linear model. Figure 7 shows each sector's mean share of aggregate capital

under the ergodic distribution, valued using the deterministic-steady-state shadow prices

faced by the planner and reported relative to its share at the deterministic steady state

(DSS). This measure re�ects both the planner's precautionary allocation decisions and

the economy's realized distribution across states.
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Figure 7: Change in sectoral share of aggregate capital in the ergodic mean relative to the
DSS

Notes: The �gure reports changes in ergodic-mean sectoral capital shares relative to the deter-
ministic steady state (DSS). Each bar is 100 times the difference between the ratio of the sector's
ergodic-mean capital share to its DSS share and one. Shares are computed using deterministic-
steady-state capital prices. Positive values indicate that a sector accounts for a larger share of
aggregate capital than at the DSS.

The sectoral pattern is systematic. Upstream sectors such as Minerals, Wood, and Min-

ing, Oil and Gas have larger capital shares than at the DSS (about 1.9 percent larger for

Minerals), whereas downstream sectors such as Retail and Food Services have smaller

shares. The �gure shows a positive raw association between this excess capital alloca-

tion and IO upstreamness. Appendix Table 10 con�rms that the relationship survives

controlling for investment upstreamness and sectoral TFP shock volatility and persis-

tence: the coef�cient on IO upstreamness is 0.382 and is statistically signi�cant at the

1 percent level. This evidence is consistent with Proposition 2: the planner tilts capital

toward upstream sectors, where negative productivity shocks would otherwise generate

the strongest nonlinear losses. This precautionary allocation, in turn, helps explain why

the global solution attenuates upstream shocks in Subsection 5.1.24

24The ergodic distributions for other aggregate variables are displayed in Appendix D.5.
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The stochastic steady state. The same logic appears if we display the stochastic steady

state (SSS) instead of the ergodic mean. The SSS is the steady state to which the global so-

lution converges when the planner anticipates risk but current and future innovations are

set to zero; the DSS is the steady state of an economy without risk. Policy functions still

embed risk, and only its realizations are switched off, so the SSS isolates precautionary

policy from realized shock histories.

Consider �rst the cross-sectional allocation, reported in Appendix D.3. Capital remains

tilted toward upstream sectors, and the tilt is close to the one in the ergodic mean: the two

vectors of sectoral excess capital allocations have a correlation of 0.9. The cross-sectional

pattern is therefore an anticipation phenomenon rather than a byproduct of realized

histories, and a clean counterpart to the excess upstream allocation in Proposition 2.

Turning to aggregates, Table 3 below reports investment and capital in the SSS.25 Both lie

above their DSS values: the planner builds a larger capital stock in anticipation of future

network disruptions, in line with Proposition 3.

Table 3: Aggregate capital and investment in the stochastic steady state

Aggregate Percent log difference from DSS

Investment ( I ) 0.639

Capital (K) 0.576
Notes:Entries are percent log differences from the deterministic steady state. For small
changes, a value such as 0.639 is approximately 0.639 percent above the deterministic
steady state.

Note that these results isolate a single force: how much capital the planner accumulates

when risk is anticipated but no shock ever materializes. Two forces that will operate

in the stochastic economy are therefore absent here, by construction. The �rst is what-

ever nonlinear propagation survives the planner's precautionary allocation: since shocks

may still transmit asymmetrically, averaging over realized histories will shift aggregates

downward. The second is the interaction between realized shocks and the cross-sectional

capital allocation: as we have seen, tilting capital upstream moves sectoral marginal prod-

ucts away from their deterministic optimum, lowering mean consumption onceshocks are

drawn, as in Proposition 1. Subsection5.3 now turns to the ergodic distribution, where

both forces operate and aggregate means will lie below the DSS — a pattern consistent

with the positive numbers here, since the two objects answer different questions.

25The full aggregate SSS table is reported in Appendix D.4.
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5.3 Level effects in dynamic nonlinear networks and the welfare cost

of business cycles

The ergodic distribution of aggregate variables. Figure 8 displays the ergodic distribu-

tion of selected aggregate variables. We compute the ergodic distribution by simulating

16 paths of 64,000 periods each. Each panel plots percent log deviations from the DSS,

with the global solution shown as a solid blue line and the �rst-order approximation

shown as the dashed black line.

Figure 8: Ergodic distributions

(a) Consumption (b) GDP

(c) Capital (d) Investment

Notes:The panels show the ergodic distributions of aggregate variables as percent log deviations
from the deterministic steady state (DSS). The global solution and �rst-order approximation use
matched long simulations with the same initial states, random-shock realizations, burn-in, and
retained periods. The solid blue lines report the global solution, the dashed black lines report the
�rst-order approximation, and the vertical dashed lines mark the DSS. The vertical axis reports the
fraction of observations in each bin.

The �rst key fact that emerges is a level effect. In the global solution, mean consumption

is 0.536 percent below the DSS, GDP is 0.495 percent below the DSS, investment is 0.399

percent below the DSS, and capital is 0.630 percent below the DSS. Recall that the DSS
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coincides with the mean of the ergodic distribution under the �rst-order approximation.

Thus, global-solution ergodic means lie below the �rst-order ergodic means. Second, the

planner's global solution does not generate disaster-like tails. The aggregate distribu-

tions display little skewness or excess kurtosis. In the descriptive statistics reported in

Appendix D.6, global-solution skewness ranges from � 0.056 for investment to 0.002 for

consumption, and excess kurtosis is close to zero for all displayed aggregates. Thus, at

the planner's global solution — featuring both nonlinear propagation and the planner's

optimal precautionary responses to it — level effects, rather than negative skew and rare

consumption catastrophes, emerge as the central aggregate implication.

Welfare costs of business cycles. Table 4 reports welfare costs of business cycles in

consumption-equivalent terms. Each is, as usual, de�ned as the amount of consumption

that the representative household would be willing to give up in order to eliminate shocks

altogether and remain forever at the DSS26.

Table 4: Welfare cost of business cycles

Method Welfare Cost ( Vc, %)

Global Solution 0.668

C and L recentered at determ SS 0.022

L �xed at determ SS 0.928

FirstOrder 0.024

Notes: Vc is the consumption-equivalent amount of consumption agents would be willing to give
up to eliminate shocks and remain forever at the deterministic steady state (DSS). The Global
Solution and First Order rows use the same simulated samples underlying Figure 8. From each
sample, we randomly draw 16,000 trajectories of 200 consecutive periods. For each trajectory,
welfare is the discounted utility over those periods plus the continuation value of remaining at
the DSS thereafter. We average welfare across trajectories and express its difference from lifetime
welfare at the DSS as a consumption-equivalent percentage. C and L recentered at determ SS
shifts the utility-relevant consumption and labor log-deviation paths so that each sample mean
equals the DSS, while preserving their time-series variation. L fixed at determ SS �xes utility-
relevant labor at its DSS level and leaves the simulated consumption path unchanged, thereby
isolating the welfare cost associated with consumption. The counterfactual rows use the same
sampled trajectories and discounting as the baseline calculation. A positive value means that
business cycles reduce welfare; a value of 1.0 means agents would give up 1% of consumption to
eliminate business-cycle risk.

26We use the standard no-shocks counterfactual, in which sectoral TFP is set to its steady-state value of
one. Because shocks are to log TFP, expected TFP in levels exceeds one, so an alternative counterfactual
that �xes TFP at its expected value would yield a larger welfare cost. The estimates reported here are
therefore conservative.
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The welfare cost in the global solution is 0.668 percent, compared with only 0.024 percent

under the �rst-order approximation. The welfare cost of business cycles is nearly 30 times

larger when nonlinearities are taken into account. This large welfare gap is associated

with the level effects documented above: in the global nonlinear economy, the ergodic

distribution of consumption has shifted below the deterministic benchmark, an effect

missed by a local linear approximation.

In more detail, note that there are two opposing forces. Mean consumption is lower,

which is welfare-reducing, but mean labor is also lower, which is welfare-improving. The

counterfactual with labor �xed at its DSS value isolates the consumption channel and

raises the welfare cost to 0.928 percent. Conversely, when consumption and labor are

recentered at the DSS while preserving their time-series variation, the welfare cost falls

to 0.022 percent. The bulk of the welfare loss therefore comes from the shift in ergodic

means, not from higher volatility around those means.

Our results thus question the traditional view of low welfare costs of business cycles

once we abandon the assumptions of a single sector and local dynamics around the DSS.

In dynamic, nonlinear, multisector — but otherwise textbook, �rst-best, neoclassical —

economies, business cycles are costly because they affect thelevelof the economy rather

than generating costly �uctuations or realized disasters around a steady state.

5.4 Planning against energy price uncertainty: from just-in-time to

just-in-case

Uncertainty about energy prices has risen substantially over the past two decades. For

example, the Oil Price Uncertainty index of Abiad and Qureshi (2023), constructed from

newspaper articles linking oil-market terms to uncertainty, is roughly twice as high af-

ter 2000 as before, and market-implied oil-price volatility measures such as OVX and

Brent/WTI point in the same direction over their shorter samples and particularly so in

recent times.27 We ask what the ef�cient allocation of capital looks like in an economy

that is now exposed to more volatile energy prices. To do this we raise the volatility of

the Mining, Oil and Gas TFP shock until the ergodic volatility of that sector's shadow

price doubles relative to the benchmark calibration. We discipline the experiment on

the shadow price so that the size of the experiment can be directly comparable to the

evidence above.
27The Oil Price Uncertainty data are available at https://iaqureshi.com/opu-index and are also hosted

by Economic Policy Uncertainty at https://www.policyuncertainty.com/oil_uncertainty.html .
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Figure 9: Ergodic mean sectoral capital shares under higher Mining, Oil and Gas risk
Notes:The �gure reports changes in ergodic-mean sectoral capital shares under higher Mining, Oil
and Gas risk relative to the deterministic steady state (DSS). Each bar is 100 times the difference
between the ratio of the sector's ergodic-mean capital share to its DSS share and one. Shares are
computed using deterministic-steady-state capital prices. Positive values indicate that a sector
accounts for a larger share of aggregate capital than at the DSS.

Figure 9 displays the resulting mean sectoral allocation of capital in the global solution,

expressed as the change in each sector's share of aggregate capital computed with de-

terministic shadow prices faced by the planner, relative to the DSS. Mining, Oil and Gas

receives the largest relative increase in capital. The planner builds precautionary capacity

precisely in the sector where shocks have become more volatile, as in Proposition 4 in the

Appendix, in which greater upstream volatility raises excess allocation to the upstream

sector.

This is the dynamic, capital-side counterpart of a shift from just-in-time to just-in-case

provisioning: rather than placing capital only where deterministic ef�ciency would war-

rant, the planner holds redundant capacity in the exposed Mining, Oil and Gas sector as a

buffer against greater energy risk and its aggregate effects. Under uncertainty, that buffer

is ef�cient, while the resulting allocation and nonlinear shock propagation are associated
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with lower ergodic means and a higher welfare cost, as we now document.

Table 5: Aggregate effects under higher Mining, Oil and Gas risk

Statistic Value (%)

Mean aggregate consumption -0.704

Mean GDP -0.628

Welfare cost of business cycles 0.803
Notes:Mean aggregate consumption and GDP are log differences from the deterministic
steady state in the global solution. The welfare cost is the consumption-equivalent
amount of consumption that agents would give up to eliminate shocks and remain
forever at the deterministic steady state.

Table 5 shows that higher Mining, Oil and Gas risk is associated with lower ergodic means

for aggregate consumption and GDP. Mean consumption is 0.704 percent below the DSS,

compared with 0.536 percent in the baseline economy; the shortfall is therefore about 31

percent larger. Mean GDP is 0.628 percent below the DSS, compared with 0.495 percent

in the baseline; this shortfall is about 27 percent larger. The welfare cost of business cycles

rises from 0.668 percent in the baseline to 0.803 percent, an increase in the cost of about

20 percent.

5.5 Robustness

Table 6 reports several robustness exercises. For each of these, we report the mean and

standard deviation of aggregate consumption, the welfare cost of business cycles, and a

measure of capital reallocation across sectors. The latter is the sum of absolute changes in

ergodic-mean sectoral capital shares relative to the DSS. It therefore summarizes, in one

number, how much the global solution tilts the sectoral capital allocation in anticipation

of future disruptions.

We begin by considering robustness to different elasticity values. First, we consider a

higher capital-labor elasticity sy (0.8 instead of the baseline value of 0.6) and �nd that the

results remain similar to those in the baseline. Second, we analyze the case of a higher

elasticity across intermediate inputs sm (0.1 instead of 0.001). The quantitative mechanism

weakens somewhat in this case but remains sizable: the welfare cost falls from 0.668 to

0.558 percent, and capital reallocation falls to 8.378 percentage points (from 11.984 under

the baseline calibration). Our main conclusions are therefore not sensitive to uncertainty

about this key parameter. Next, we consider a partial Cobb-Douglas experiment, which
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Table 6: Additional insights and robustness

Experiment Mean Cons. S.D. Cons. Welfare cost Capital realloc.

(%) (%) (%) (p.p.)

Baseline

Baseline -0.536 2.874 0.668 11.984

Robustness

High sy (0.8) -0.438 2.884 0.617 9.837

High sm (0.1) -0.397 2.843 0.558 8.378

Cobb–Douglas for sc, sI , sq -0.101 2.404 0.235 4.452

Homogeneous shocks -0.428 2.622 0.554 7.524

Notes: Mean and standard deviation of consumption are moments of the ergodic distribution and
are reported as percent log differences from the deterministic steady state. The welfare cost is the
consumption-equivalent cost of business cycles, in percent. Capital reallocation is the sum of the
absolute sectoral capital-share changes de�ned as in Figure 7. Each sectoral change is the percent
change in its ergodic-mean capital share relative to its deterministic-steady-state share. “Homogeneous
shocks” sets sectoral shock volatilities and persistence parameters to common values.

sets elasticities sc, sI , and sq to their Cobb-Douglas values of one. Capital reallocation

falls to 4.452 percentage points, and the welfare cost falls to 0.235 percent.28

Finally, we impose homogeneous sectoral shock processes. This removes cross-sector het-

erogeneity in TFP shock volatility and persistence while preserving the network struc-

ture. The welfare cost remains high, at 0.554 percent compared with 0.668 percent in the

baseline, and the capital-reallocation measure remains sizable, at 7.524 percentage points

compared with 11.984 percentage points in the baseline. Thus, the baseline results are

not driven only by exogenous differences in sectoral shock processes. Network topology

and nonlinear propagation are still enough to generate precautionary capital tilting and

level effects, although the effects are weaker than in the baseline economy.

Overall, our results show that the quantitative strength of the mechanism depends on

the degree of curvature in production, but the qualitative conclusions survive: nonlinear

production networks generate precautionary sectoral capital allocation, persistent level

effects in aggregate consumption, and welfare costs that are much larger than those im-

plied by a local �rst-order approximation.

28If we instead consider a full Cobb-Douglas economy, where all elasticities of substitution are set to 1,
capital reallocation dwindles further to 2.279 percentage points and the welfare cost decreases by an order
of magnitude, in line with the theoretical results in Section 2.
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6 Conclusion

This paper demonstrates that, in dynamic multisector economies, optimal capital allo-

cation by a social planner involves deliberately over-investing in upstream sectors to

insure against the risk of severe economic downturns caused by sectoral shocks cas-

cading through the network. While this strategy effectively mitigates the likelihood of

catastrophic aggregate disruptions, it comes at the cost of lower average consumption.

Extending deep learning techniques to solve a high-dimensional, US-calibrated model,

we show that the ergodic distribution of the economy features lower aggregate consump-

tion and higher capital in key upstream sectors compared to the deterministic steady

state. The welfare cost of business cycles is nearly thirty times larger than in the loglin-

earized version of the model, and it comes almost entirely from this shift in means rather

than from volatility or realized disasters, which the planner attenuates.

A textbook, �rst-best real business cycle model can therefore deliver a large welfare cost

of business cycles. The negligible cost found sinceLucas (1987) is an artifact of the single-

sector assumption rather than a property of the neoclassical growth model.

While this paper focuses on the ef�cient benchmark, a natural question is what would

prevent a decentralized economy from achieving the same precautionary reallocation.

The planner's tilt is valuable because upstream capacity pays off downstream, and mostly

in bad states; realizing that value privately requires markets that price it ex ante. In-

complete risk sharing across sectors, collateral constraints in capital-intensive upstream

industries, or market power where capacity is concentrated could each push private in-

vestment below the ef�cient level, and would do so in precisely the sectors where the

social value of spare capacity is highest. Characterizing these wedges would identify the

instruments — capacity payments, strategic reserves, or targeted subsidies — that restore

the ef�cient allocation and improve resilience against network-driven disasters.
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A Two-sector model appendix

The full model and shock process are described in Section 2. We restate the two features

of the shock process that the derivations below use repeatedly: for j 2 f u, dg, log pro-

ductivity aj = log A j takes the two values � Da with equal probability, and the upstream

and downstream shocks are independent.

A.1 First-order Conditions and Deterministic Optimum

Using Ku = f K and Kd = ( 1 � f )K, period-1 consumption is

C = Ad

�
(1 � gq)( Au f K)

sq� 1
sq + gq((1 � f )K)

sq� 1
sq

� sq
sq� 1

.

Factoring out aggregate capital gives C = KAdC̃, with

C̃ =
�

(1 � gq)( Au f )
sq� 1

sq + gq(1 � f )
sq� 1

sq

� sq
sq� 1

.

Let C̃L and C̃H denote this object when Au = AL and Au = AH , respectively. Normal-

ized consumption C̃ depends on the upstream shock alone, so independence of Au and

Ad implies that expectations of powers of period-1 consumption factor exactly: for any

exponent q,

E
h
Cq

i
= Kq E

h
Aq

d

i
E

h
C̃(Au; f )q

i
. (18)

The downstream factor E [Aq
d ] is strictly positive and does not depend on f , so it drops

out of the sectoral margin. We use (18) with q = 1 � e� 1
c for the expected-utility ar-

guments and with q = 1 for the expected-consumption comparison of Appendix A.4.

Independence is what makes this factorization available: under correlated shocks the ex-

pectation does not split, and downstream risk reaches the sectoral margin through the

covariance.

SinceK and Ad therefore enter the sectoral problem only through positive multiplicative
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terms, the �rst-order condition for f is

0 =
1
2

C̃� e� 1
c

L

0

B
B
B
B
@

(1 � gq)
�

ALf
C̃L

� � 1
sq

AL

| {z }
˜MPKu,L

� gq

�
1 � f

C̃L

� � 1
sq

| {z }
˜MPKd,L

1

C
C
C
C
A

+
1
2

C̃� e� 1
c

H

0

B
B
B
B
@

(1 � gq)
�

AH f
C̃H

� � 1
sq

AH

| {z }
˜MPKu,H

� gq

�
1 � f
C̃H

� � 1
sq

| {z }
˜MPKd,H

1

C
C
C
C
A

.

This is the same expression as in (9); the appendix uses it below to evaluate marginal

expected utility at the deterministic share.

The �rst-order condition for aggregate capital is the Euler equation

C� e� 1
c

0 = bK� e� 1
c E

�
�
AdC̃

� 1� e� 1
c

�
.

In the deterministic benchmark, Au = Ad = Ā = 1, so the sectoral �rst-order condition

becomes  

(1 � gq)
�

f
C̃

� � 1
sq

� gq

�
1 � f

C̃

� � 1
sq

!

= 0.

Solving gives

f determ=

�
1 � gq

� sq

g
sq
q +

�
1 � gq

� sq
.

The corresponding normalized period-1 consumption is

C̃determ=

8
><

>:

�
g

sq
q + ( 1 � gq)sq

� 1
sq� 1

, sq 6= 1,

g
gq
q (1 � gq)1� gq, sq = 1.

Substituting C̃determ into the aggregate-capital Euler equation yields

Kdeterm=
Y0

1 +
�

b(C̃determ)1� e� 1
c

� � ec
.
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In the logarithmic case e� 1
c = 1, this simpli�es to

Kdeterm=
b

1 + b
Y0.

The proofs below repeatedly evaluate normalized consumption at f determwhile upstream

productivity is in state S, which gives

C̃(AS; f )
�
�
determ=

�
A

1� s � 1
q

S (1 � gq)sq + g
sq
q

� sq
sq� 1

g
sq
q + ( 1 � gq)sq

. (19)

Differentiating with respect to the upstream share and evaluating at the deterministic

allocation yields

¶C̃(AS; f )
¶f

�
�
�
�
determ

=
�

A
1� s � 1

q

S (1 � gq)sq + g
sq
q

� 1
sq� 1

�
A

1� s � 1
q

S � 1
�

. (20)

A.2 Proof for Lemma 1: Asymmetric Impacts of Negative and Positive

Shocks

Proof. Substituting the deterministic share ( 12) into normalized consumption gives the

following direct relationship between log consumption and upstream log productivity a:

log C̃(ea; f determ) = � log
h
g

sq
q + ( 1 � gq)sq

i
+

sq

sq � 1
log

�
(1 � gq)sqe

sq� 1
sq

a
+ g

sq
q

�
.

Differentiating once with respect to a gives

¶ log C̃(ea; f determ)
¶a

=
(1 � gq)sqe

sq� 1
sq

a

(1 � gq)sqe
sq� 1

sq
a

+ g
sq
q

.

Differentiating again gives

¶2 log C̃(ea; f determ)
¶a2 =

sq � 1
sq

(1 � gq)sqg
sq
q e

sq� 1
sq

a

�
(1 � gq)sqe

sq� 1
sq

a
+ g

sq
q

� 2 < 0,
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where the inequality follows from sq < 1. Thus log consumption is strictly concave in

upstream log productivity.

This concavity directly compares the two upstream impulse responses:

IR �
u � IR +

u = log C̃(1;f determ) � log C̃(e� Da; f determ)

�
h
log C̃(eDa; f determ) � log C̃(1;f determ)

i
> 0.

Therefore, IR �
u > IR +

u .

Downstream productivity enters consumption multiplicatively:

log C = log K + ad + log C̃(eau ; f determ).

It follows immediately that IR �
d = IR +

d = Da.

Finally, symmetry implies E [ad ] = 0. Applying strict concavity to the two upstream

realizations gives

E [log C] = log K +
1
2

log C̃(e� Da; f determ) +
1
2

log C̃(eDa; f determ)

< log K + log C̃(1;f determ) = log CĀ,Ā .

A.3 Proof for Lemma 2: Excess allocation upstream reduces the impact

of negative shocks

Fix K > 0. The common term log K cancels from log-consumption impulse responses, so

aggregate capital does not affect them.

Proof. For a negative upstream shock,

IR �
u (f ) = log CĀ,Ā (f ) � log CL,Ā (f ).
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The effect of the upstream share on log normalized consumption is

¶ log C̃(Au; f )
¶f

=
(1 � gq)A

sq� 1
sq

u f
� 1

sq � gq(1 � f )
� 1

sq

(1 � gq)( Au f )
sq� 1

sq + gq(1 � f )
sq� 1

sq

.

At the deterministic share, the numerator is zero when Au = 1. We can therefore

use the deterministic �rst-order condition to evaluate the same numerator in the low-

productivity state:

(1 � gq)A
sq� 1

sq
L (f determ)

� 1
sq � gq(1 � f determ)

� 1
sq

= ( 1 � gq)( f determ)
� 1

sq

 

A
sq� 1

sq
L � 1

!

> 0.

The inequality follows because AL < 1 and (sq � 1)/ sq < 0. The denominator of the log

derivative is also positive, so

¶ log C̃(AL; f )
¶f

�
�
�
�
determ

> 0.

At the no-shock productivity, the corresponding derivative is zero. Differentiating the

impulse response therefore gives

¶IR �
u

¶f

�
�
�
�
determ

=
¶ log C̃(1;f )

¶f

�
�
�
�
determ

�
¶ log C̃(AL; f )

¶f

�
�
�
�
determ

< 0.

A.4 Proof for Proposition 1: Excess allocation upstream reduces ex-

pected consumption

Fix K > 0. Independence of the two productivity shocks gives ( 18) at q = 1,

E [C] = KE [Ad ]E [C̃],
¶E [C]

¶f

�
�
�
�
determ

= KE [Ad ]
¶E [C̃]

¶f

�
�
�
�
determ

.

Because the �rst two factors are positive, it is enough to determine how expected nor-

malized consumption changes with the upstream share.
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Proof. Start from the state derivative ( 20). To study complementary inputs near the Cobb–

Douglas case, write A = ea. The exact derivative is zero at sq = 1. Differentiating it with

respect to sq and then evaluating at sq = 1 gives

¶
¶sq

�
¶C̃(ea; f )

¶f

�
�
�
�
determ

� �
�
�
�
sq= 1

= ag
gq
q (1 � gq)1� gqe(1� gq)a.

Therefore, the �rst-order Taylor expansion is

¶C̃(ea; f )
¶f

�
�
�
�
determ

' (sq � 1)ag
gq
q (1 � gq)1� gqe(1� gq)a.

Here and below, ' denotes equality after retaining terms through �rst order in sq � 1.

The common term g
gq
q (1 � gq)1� gq is normalized consumption at the deterministic Cobb–

Douglas allocation and is strictly positive.

Evaluating the expression in the low and high upstream states gives

¶C̃(AL; f )
¶f

�
�
�
�
determ

' � (sq � 1)Da g
gq
q (1 � gq)1� gqe� (1� gq)Da > 0,

¶C̃(AH ; f )
¶f

�
�
�
�
determ

' (sq � 1)Da g
gq
q (1 � gq)1� gqe(1� gq)Da < 0,

where the inequalities use sq � 1 < 0. Thus, more upstream capital raises consumption

in the low-productivity state and lowers it in the high-productivity state.

Averaging the two state-speci�c effects yields

¶E [C]
¶f

�
�
�
�
determ

'
KE [Ad ]

2
(sq � 1)Da g

gq
q (1 � gq)1� gq

h
e(1� gq)Da � e� (1� gq)Da

i
< 0.

The term in brackets is positive. The expected-consumption effect is therefore negative

because the high-state loss receives the larger scale weighte(1� gq)Da.

A.5 Proof for Proposition 2: Excess allocation toward the upstream sec-

tor

Proof. Fix aggregate capital K > 0. Using the factorization ( 18) at q = 1 � e� 1
c , which

relies on the independence of the two shocks, and differentiating expected utility with
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respect to the upstream share gives

¶E [U (C)]
¶f

�
�
�
�
determ

= bK1� e� 1
c E [A1� e� 1

c
d ] MEU determ,

where the normalized marginal expected utility at the deterministic share is

MEU determ �
1
2 å

S2f L,Hg

C̃(AS; f ) � e� 1
c

¶C̃(AS; f )
¶f

�
�
�
�
determ

.

The factor multiplying MEU determ is strictly positive. Therefore, its sign determines

whether a marginal reallocation toward the upstream sector raises expected utility. Nor-

malized consumption is concave in f in every state, and CRRA utility is increasing and

concave. Expected utility is therefore strictly concave at an interior allocation, so the sign

also determines on which side of f determ the stochastic optimum lies.

We now construct this marginal value. Normalized consumption in state S at the deter-

ministic share is given by ( 19), and its derivative by ( 20). Substituting both into marginal

expected utility gives the exact condition

MEU determ=
1
2

h
g

sq
q + ( 1 � gq)sq

i e� 1
c

� å
S2f L,Hg

A
1� s � 1

q

S � 1

�
A

1� s � 1
q

S (1 � gq)sq + g
sq
q

� e� 1
c sq� 1
sq� 1

. (21)

To evaluate this condition near the Cobb–Douglas case, write A = ea. Each state contri-

bution is zero at sq = 1. Its derivative with respect to sq, evaluated at sq = 1, is

¶
¶sq

�
C̃(ea; f ) � e� 1

c
¶C̃(ea; f )

¶f

�
�
�
�
determ

� �
�
�
�
sq= 1

= a
h
g

gq
q (1 � gq)1� gq

i 1� e� 1
c

e(1� e� 1
c )(1� gq)a.

The �rst-order contribution of state a to normalized marginal expected utility is therefore

C̃(ea; f ) � e� 1
c

¶C̃(ea; f )
¶f

�
�
�
�
determ

' (sq � 1)a
h
g

gq
q (1 � gq)1� gq

i 1� e� 1
c

e(1� e� 1
c )(1� gq)a.

This expression shows the two forces directly. At the Cobb–Douglas allocation, consump-

tion scales with upstream productivity as A1� gq, while marginal utility contributes the
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weight A � e� 1
c (1� gq) . Their product is the effective welfare weight A(1� e� 1

c )(1� gq) .

Because the shocks are symmetric in log TFP,a = � Da, their TFP levels are exponential,

A = e� Da. The welfare-weighted state terms therefore have opposite exponential argu-

ments. Since each term is also multiplied by a, averaging takes their difference, which is

the hyperbolic sine. In particular, let x � (1 � e� 1
c )(1 � gq)Da. Then

1
2

�
� Dae� x + Daex�

= Da
ex � e� x

2
= Da sinh(x), sinh(x) �

ex � e� x

2
.

Thus averaging the two exponential terms gives

MEU determ ' (sq � 1)
h
g

gq
q (1 � gq)1� gq

i 1� e� 1
c

Da sinh
�

(1 � e� 1
c )(1 � gq)Da

�
. (22)

For complements, sq � 1 < 0. If e� 1
c > 1, the hyperbolic sine is negative, so MEUdeterm> 0

and strict concavity implies f � > f determ. If e� 1
c < 1, the hyperbolic sine is positive, so

MEU determ< 0 and f � < f determ.

At e� 1
c = 1, the �rst-order expression is zero, so the exact condition ( 21) determines the

boundary. For sq 6= 1, it simpli�es to

MEU determ
�
�
�
e� 1

c = 1
=

g
sq
q + ( 1 � gq)sq

2

�
e(1� s � 1

q )Da � 1
� 2 h

g
sq
q � (1 � gq)sq

i

h
e(1� s � 1

q )Da(1 � gq)sq + g
sq
q

i h
(1 � gq)sq + e(1� s � 1

q )Dag
sq
q

i .

This term is positive when gq > 1 � gq, negative when gq < 1 � gq, and zero when the

production weights are equal. At sq = 1, the marginal condition is identically zero.

A.6 Exact conditions without the approximation around Cob-Douglas

The proofs of Propositions 1 and 2 sign averages only to �rst order in sq � 1; state-

contingent signs are already exact from (20). To sign the averages exactly, rewrite that

derivative using ( 19) as

¶C̃(AS; f )
¶f

�
�
�
�
determ

=
h�

g
sq
q + ( 1 � gq)sq

�
C̃(AS; f )

�
�
determ

i 1
sq

�
A

1� s � 1
q

S � 1
�

,
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and let G �
�
log C̃H � log C̃L

� �
�
determ> 0. Averaging the two states then yields

¶E [C̃]
¶f

�
�
�
�
determ

< 0 () G > (1 � sq)Da, (23)

and, with the marginal-utility factor from ( 21),

MEU determ> 0 () Da >
e� 1

c sq � 1
sq � 1

G. (24)

The gaps are ranked by gq alone:

G � Da =
sq

1 � sq
log

A
1� s � 1

q
L (1 � gq)sq + g

sq
q

(1 � gq)sq + A
1� s � 1

q
L g

sq
q

, (25)

so G � Da when gq � 1/2 and G � Da when gq � 1/2, with equality at gq = 1/2. Hence

Proposition 1 holds for every sq < 1 whenever gq � 1/2, while ( 24) holds for every

e� 1
c > 1 whenever gq � 1/2, so Proposition 2 holds on that side as well. The �gures'

symmetric weight gq = 1/2 satis�es both.

A.7 Proof for Proposition 4: Comparative statics of risk aversion and

volatility

Proposition 4. Let MEU determdenote normalized marginal expected utility at the deterministic

allocation, as de�ned in(21). Up to the �rst-order approximation aroundsq = 1, when inputs are

complements (sq < 1),

1. for anye� 1
c > 0, greater risk aversion increases the marginal value of upstream allocation:

¶MEU determ

¶e� 1
c

> 0;

2. for e� 1
c > 1, greater upstream log-TFP volatility increases this marginal value:

¶MEU determ

¶Da
> 0.

At e� 1
c = 1, the �rst-order volatility effect is zero. Fore� 1

c < 1, greater volatility strength-

ens the tilt away from upstream allocation.
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Proof. Differentiate the �rst-order approximation ( 22). The term g
gq
q (1 � gq)1� gq lies

strictly between zero and one, so its logarithm is negative. We use dsinh(z)/ dz =
cosh(z), where cosh(z) � (ez + e� z)/2. Differentiating with respect to risk aversion

gives

¶MEU determ

¶e� 1
c

' (sq � 1)
h
g

gq
q (1 � gq)1� gq

i 1� e� 1
c

Da

�

(

� log
h
g

gq
q (1 � gq)1� gq

i
sinh

�
(1 � e� 1

c )(1 � gq)Da

�

� (1 � gq)Da cosh
�

(1 � e� 1
c )(1 � gq)Da

�
)

.

Write z � (1 � e� 1
c )(1 � gq)Da and let

H (gq) � � log
h
g

gq
q (1 � gq)1� gq

i
= � gq log gq � (1 � gq) log(1 � gq) 2 (0, log 2],

the binary entropy, which attains its maximum log 2 at gq = 1/2. The expression in

braces is H (gq) sinh z � (1 � gq)Da coshz. For e� 1
c � 1 we have z � 0, so every term is

nonpositive and the hyperbolic-cosine term is strictly negative. For 0 < e� 1
c < 1 we have

z > 0, so factor out coshz > 0:

f �g = cosh(z)
�
H (gq) tanh z � (1 � gq)Da

�
.

Here tanh z � sinh z/ cosh z. Since tanhz � z = ( 1 � e� 1
c )(1 � gq)Da and H (gq)(1 �

e� 1
c ) < log 2 < 1, the bracket is strictly negative. The braces are therefore strictly negative

for every e� 1
c > 0, and since sq � 1 < 0 for complements, the risk-aversion derivative is

positive.

The volatility derivative is

¶MEU determ

¶Da
' (sq � 1)

h
g

gq
q (1 � gq)1� gq

i 1� e� 1
c

�

"

sinh
�

(1 � e� 1
c )(1 � gq)Da

�

+ ( 1 � e� 1
c )(1 � gq)Da cosh

�
(1 � e� 1

c )(1 � gq)Da

�
#

.
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The bracket is negative for e� 1
c > 1, zero for e� 1

c = 1, and positive for e� 1
c < 1. Multiply-

ing by sq � 1 < 0 establishes the stated local comparative statics.

Why the volatility effect is an upstream effect. By (18), the sectoral problem depends

only on the distribution of Au. With distinct shock sizes, f � is therefore a function of Du

alone, while Dd enters only the aggregate-capital margin through the downstream factor

cosh
�
(e� 1

c � 1)Dd
�

of Proposition 3.

A.8 Proof for Proposition 3: Optimal aggregate capital under uncer-

tainty

Proof. Recall that C = KAdC̃(Au; f ). For �xed K, the factor K1� e� 1
c does not affect the

choice of f , so the sectoral allocation can be solved independently of aggregate capital.

Conditional on f � , the aggregate-capital �rst-order condition is

(Y0 � K) � e� 1
c = bE

�
�
AdC̃(Au; f � )

� 1� e� 1
c

�
K� e� 1

c ,

so

K� =
Y0

1 +
�

bE
�
�
AdC̃(Au; f � )

� 1� e� 1
c

�� � ec
.

The deterministic benchmark has the same expression with (C̃determ)1� e� 1
c in place of the

expectation. Aggregate capital is increasing in this continuation term, so it is enough to

show that

E
�
�
AdC̃(Au; f � )

� 1� e� 1
c

�
> (C̃determ)1� e� 1

c .

First hold any interior share f �xed. Independence separates the downstream and up-

stream shocks as in (18). Because downstream productivity enters consumption propor-

tionally, its contribution is

E
h
A1� e� 1

c
d

i
=

1
2

h
e(1� e� 1

c )Da + e� (1� e� 1
c )Da

i
= cosh

�
(1 � e� 1

c )Da

�
.

The two symmetric log-TFP states therefore produce a sum of exponentials, which is the

hyperbolic cosine introduced above. Relative to consumption without shocks, the full
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continuation term is

E
�
�
AdC̃(Au; f )

� 1� e� 1
c

�

C̃(1;f )1� e� 1
c

= cosh
�

(e� 1
c � 1)Da

�

�
1
2

2

4
�

C̃(eDa; f )
C̃(1;f )

� 1� e� 1
c

+
�

C̃(e� Da; f )
C̃(1;f )

� 1� e� 1
c

3

5 .

(26)

The �rst factor is the downstream contribution and the term in brackets is the upstream

contribution. The downstream factor exceeds one becausee� 1
c > 1 and Da > 0. This is

the standard precautionary-saving effect of a multiplicative shock and does not depend

on the network structure.

To sign the upstream factor, differentiate normalized consumption directly with respect

to upstream log TFP a:

¶ log C̃(ea; f )
¶a

=
(1 � gq)( f ea)

sq� 1
sq

(1 � gq)( f ea)
sq� 1

sq + gq(1 � f )
sq� 1

sq

> 0

and

¶2 log C̃(ea; f )
¶a2 =

sq � 1
sq

gq(1 � gq)( f ea)
sq� 1

sq (1 � f )
sq� 1

sq

�
(1 � gq)( f ea)

sq� 1
sq + gq(1 � f )

sq� 1
sq

� 2 � 0,

where the last inequality follows from sq � 1. Thus normalized consumption is increas-

ing in upstream log TFP, while its logarithm is concave. Symmetry of the two log-TFP

states then implies

1
2

h
log C̃(eDa; f ) + log C̃(e� Da; f )

i
� log C̃(1;f ).

We can now return to the upstream factor. Strict convexity of the exponential gives

1
2

2

4
�

C̃(eDa; f )
C̃(1;f )

� 1� e� 1
c

+
�

C̃(e� Da; f )
C̃(1;f )

� 1� e� 1
c

3

5

> exp
�

1 � e� 1
c

2

h
log C̃(eDa; f ) + log C̃(e� Da; f ) � 2 log C̃(1;f )

i �
� 1.
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The last inequality combines log concavity with 1 � e� 1
c < 0. The upstream factor there-

fore also exceeds one. It follows that, for every interior f ,

E
�
�
AdC̃(Au; f )

� 1� e� 1
c

�
> C̃(1;f )1� e� 1

c .

For sq � 1 output vanishes at f 2 f 0, 1g, so the stochastic optimum f � is interior.

Under certainty, f determ maximizes C̃(1;f ). Since 1� e� 1
c < 0, it therefore minimizes

C̃(1;f )1� e� 1
c , so

C̃(1;f )1� e� 1
c � (C̃determ)1� e� 1

c 8f .

Evaluating both inequalities at f = f � proves that the stochastic continuation term ex-

ceeds its deterministic counterpart. Therefore K� > Kdeterm.

When e� 1
c = 1, the Euler equation instead reduces to (Y0 � K) � 1 = bK� 1, so K� =

Kdeterm= bY0/ (1 + b).

Relation to the one-sector benchmark. The one-sector saving models of Levhari and

Srinivasan (1969) and Sandmo (1970) show that mean-preserving multiplicative return

risk raises saving when relative risk aversion exceeds one, and has no effect under log

utility. Our experiment compares a discrete two-state shock with the deterministic alloca-

tion rather than varying the volatility of a continuous shock. Nevertheless, we obtain the

same condition and the same boundary: under the assumptions of Proposition 3, uncer-

tainty raises capital when e� 1
c > 1, while K� = Kdetermat e� 1

c = 1. The downstream shock

generates this common result because it scales consumption proportionally. It appears as

the �rst factor in ( 26) and does not depend on the elasticity of substitution.

Role of complementarity. The second factor in (26) is new to the two-sector model.

Upstream TFP enters inside the CES aggregator, so its effect depends on whether the two

sectors are complements or substitutes. When sq � 1, the curvature calculation above

shows that log normalized consumption is concave in upstream log TFP. A negative

upstream shock then lowers log consumption more than an equally sized positive shock

raises it. This asymmetry makes the second factor exceed one and adds a network-based

precautionary channel to the one-sector downstream mechanism.

The role of the complementarity assumption becomes clear when its sign is reversed.

Under substitutability ( sq > 1), log normalized consumption is convex in upstream log
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TFP, so symmetric upstream risk instead raises average log normalized consumption:

1
2

h
log C̃(eDa; f ) + log C̃(e� Da; f )

i
> log C̃(1;f ).

This level gain works against precautionary capital accumulation and can dominate near

log utility. To see this, use E [log Ad ] = 0 and expand the continuation term around

e� 1
c = 1:

log
E

�
�
AdC̃(Au; f � )

� 1� e� 1
c

�

(C̃determ)1� e� 1
c

= ( 1 � e� 1
c )

�
E

�
log C̃(Au; f � )

�
� log C̃determ

�

+ O
�

(1 � e� 1
c )2

�
.

and as e� 1
c ! 1 the share f � maximizes E [log C̃]. Convexity in upstream log TFP there-

fore implies

E
�
log C̃(Au; f � )

�
�

1
2

h
log C̃(eDa; f determ) + log C̃(e� Da; f determ)

i

> log C̃(1;f determ)

= log C̃determ.

The term in parentheses in the expansion is therefore positive. Since 1� e� 1
c < 0, the

stochastic continuation term is below its deterministic counterpart when e� 1
c is above but

suf�ciently close to one. In that case, this substitution-driven level gain dominates the

precautionary channel and K� < Kdeterm.

A.9 Proof for Proposition 5: Scale effects of higher aggregate capital

Proposition 5. Consider a marginal increase in aggregate capital around the deterministic bench-

mark (Kdeterm, f determ).

1. Consumption increases in every state:

¶C
¶K

�
�
�
�
determ

> 0.
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2. Log-consumption impulse responses are unchanged:

¶IR +
j

¶K

�
�
�
�
�
determ

=
¶IR �

j

¶K

�
�
�
�
�
determ

= 0, j 2 f u, dg.

3. Log-response asymmetry is unchanged.

Proof. At the deterministic sectoral share, period-1 consumption is

C(K, f determ) = KAd

�
(1 � gq)( Au f determ)

sq� 1
sq + gq(1 � f determ)

sq� 1
sq

� sq
sq� 1

.

It is proportional to aggregate capital and positive in every state. Therefore,

¶C
¶K

�
�
�
�
determ

= Ad

�
(1 � gq)( Au f determ)

sq� 1
sq + gq(1 � f determ)

sq� 1
sq

� sq
sq� 1

> 0.

Taking logs gives

log C = log K + log Ad +
sq

sq � 1
log

�
(1 � gq)( Au f determ)

sq� 1
sq + gq(1 � f determ)

sq� 1
sq

�
.

The common log K term cancels from every IR �
j . The response differences are therefore

independent of K, and log-response asymmetry is unchanged.

B Algebraic Appendix for Quantitative Model

This appendix derives the �rst-order conditions of the quantitative model and documents

the accounting and calibration mappings used in the quantitative implementation. The

Lagrangian of the planner is:
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L = E0

¥

å
t= 0

bt

8
><

>:

1

1 � e� 1
c

0

@Ct �
L

1+ e� 1
l

t

1 + e� 1
l

1

A

1� e� 1
c

+
N

å
j= 1

L k
jt

�
I jt + ( 1 � dj )Kjt � F jt � Kjt+ 1

�

+
N

å
j= 1

L jt

"

Qjt � Cjt �
N

å
i= 1

�
M jit + I jit

�
#)

,

where

Ct =

 
N

å
j= 1

xs � 1
c

j (Cjt )
1� s � 1

c

! 1
1� s � 1

c
,

Lt =

 
N

å
j= 1

(Ljt )
1+ s � 1

l

! 1
1+ s � 1

l
,

Qjt = A jt

h
(mj )

s � 1
q

�
Yjt

� 1� s � 1
q +

�
1 � mj

� s � 1
q

�
M jt

� 1� s � 1
q

i 1
1� s � 1

q ,

Yjt =
h
(aj )

s � 1
y

�
Kjt

� 1� s � 1
y +

�
1 � aj

� s � 1
y

�
Ljt

� 1� s � 1
y

i 1
1� s � 1

y ,

I jt =

 
N

å
i= 1

�
g I

ij

� s � 1
I �

Ii jt
� 1� s � 1

I

! 1
1� s � 1

I
,

M jt =

 
N

å
i= 1

�
gm

ij

� s � 1
m �

M i jt
� 1� s � 1

m

! 1
1� s � 1

m
,

F jt =
k
2

 
I jt

Kjt
� dj

! 2

Kjt .

We will start by writing down all the derivatives of the CES aggregators and the adjust-
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ment cost function:

¶Ct

¶Cjt
=

 

xj
Ct

Cjt

! s � 1
c

¶Lt

¶Ljt
=

�
Ljt

Lt

� s � 1
l

¶Qjt

¶Yjt
= A

1� s � 1
q

jt

 

mj
Qjt

Yjt

! s � 1
q ¶Qjt

¶M jt
= A

1� s � 1
q

jt

 
�
1 � mj

� Qjt

M jt

! s � 1
q

¶Yjt

¶Kjt
=

 

aj
Yjt

Kjt

! s � 1
y ¶Yjt

¶Ljt
=

 
�
1 � aj

� Yjt

Ljt

! s � 1
y

¶M jt

¶M i jt
=

 

gm
ij

M jt

M i jt

! s � 1
m ¶I jt

¶Ii jt
=

 

g I
ij

I jt

Ii jt

! s � 1
I

¶F jt

¶I jt
= k

 
I jt

Kjt
� dj

!
¶F jt

¶Kjt
= �

k
2

 
I2
jt

K2
jt

� d2
j

!

.

B.1 FOC for consumption

We start with

¶L
¶Cjt

= bt

0

B
@

0

@Ct �
L

1+ e� 1
l

t

1 + e� 1
l

1

A

� e� 1
c

¶Ct

¶Cjt
� L jt

1

C
A = 0.

Next, we replace the derivatives:

0

@Ct �
L

1+ e� 1
l

t

1 + e� 1
l

1

A

� e� 1
c

¶Ct

¶Cjt
= L jt ,

0

@Ct �
L

1+ e� 1
l

t

1 + e� 1
l

1

A

� e� 1
c  

xj
Ct

Cjt

! s � 1
c

= L jt .
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B.2 Planner shadow-price normalization

The multipliers L jt and L k
jt are shadow values in units of marginal utility. De�ne aggre-

gate marginal utility as

MU t �

0

@Ct �
L

1+ e� 1
l

t

1 + e� 1
l

1

A

� e� 1
c

.

We normalize planner multipliers by MU t :

L̃ jt �
L jt

MU t
, L̃ k

jt �
L k

jt

MU t
.

The consumption FOC then pins down the basket-denominated shadow price faced by

the planner for good j:

L̃ jt =

 

xj
Ct

Cjt

! s � 1
c

.

The capital Euler equation must be divided by current marginal utility, so the normalized

system uses the stochastic discount factor

mt+ 1 � b
MU t+ 1

MU t
.

From this point on, the reduced model is written in terms of these basket-denominated

objects L̃ jt , L̃ k
jt .

B.3 FOC with respect to labor

Dividing the labor FOC by MU t , we get

(Lt )
e� 1

l
¶Lt

¶Ljt
= L̃ jt

¶Qjt

¶Ljt
.

Next, we replace the derivatives, using the chain rule when needed:

(Lt )
e� 1

l
¶Lt

¶Ljt
= L̃ jt

¶Qjt

¶Yjt

¶Yjt

¶Ljt
,

(Lt )
e� 1

l

�
Ljt

Lt

� s � 1
l

= L̃ jt A
1� s � 1

q

jt

 

mj
Qjt

Yjt

! s � 1
q

 
�
1 � aj

� Yjt

Ljt

! s � 1
y

.
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B.4 FOC with respect to capital in next period

After normalizing by MU t , the Euler equation is

L̃ k
jt = E t

"

mt+ 1

 

L̃ k
jt+ 1

 

(1 � dj ) �
¶F jt+ 1

¶Kjt+ 1

!

+ L̃ jt+ 1
¶Qjt+ 1

¶Kjt+ 1

!#

.

Next, we replace the derivatives, using the chain rule when needed:

L̃ k
jt = E t

"

mt+ 1

 

L̃ k
jt+ 1

 

(1 � dj ) �
¶F jt+ 1

¶Kjt+ 1

!

+ L̃ jt+ 1
¶Qjt+ 1

¶Yjt+ 1

¶Yjt+ 1

¶Kjt+ 1

!#

,

L̃ k
jt = E t

"

mt+ 1

 

L̃ k
jt+ 1

 

(1 � dj ) +
k
2

 
I2
jt+ 1

K2
jt+ 1

� d2
j

!!

+ L̃ jt+ 1A
1� s � 1

q

jt+ 1

 

mj
Qjt+ 1

Yjt+ 1

! s � 1
q

 

aj
Yjt+ 1

Kjt+ 1

! s � 1
y

1

A

3

5 .

B.5 FOC with respect to intermediates and system reduction

The normalized FOC for the input of good i used by sector j is

L̃ jt
¶Qjt

¶M i jt
= L̃ it .

Next, we replace the derivatives, using the chain rule when needed:

L̃ jt
¶Qjt

¶M jt

¶M jt

¶M i jt
= L̃ it ,

L̃ jt A
1� s � 1

q

jt

 
�
1 � mj

� Qjt

M jt

! s � 1
q

 

gm
ij

M jt

M i jt

! s � 1
m

= L̃ it

We want to use this FOC to get rid of M i jt . First, we solve for M i jt :

M i jt =

 
L̃ jt

L̃ it

! sm

A
sm(1� s � 1

q )
jt

 
�
1 � mj

� Qjt

M jt

! sm
sq

gm
ij M jt
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We solve for M jt by aggregating from the solution for M i jt . First, we construct the term
�

gm
ij

� 1
sm M 1� s � 1

m
i jt that is inside the aggregator:

M i jt =

 
L̃ jt

L̃ it

! sm

A
sm(1� s � 1

q )
jt

 
�
1 � mj

� Qjt

M jt

! sm
sq

gm
ij M jt ,

�
gm

ij

� 1
sm M 1� s � 1

m
i jt =

�
gm

ij

� 1
sm

 
L̃ it

L̃ jt

! 1� sm

A
(sm� 1)(1� s � 1

q )
jt

 
�
1 � mj

� Qjt

M jt

! sm� 1
sq �

gm
ij M jt

� 1� s � 1
m

,

�
gm

ij

� 1
sm M 1� s � 1

m
i jt = gm

ij

 
L̃ it

L̃ jt

! 1� sm

A
(sm� 1)(1� s � 1

q )
jt

 
�
1 � mj

� Qjt

M jt

! sm� 1
sq �

M jt
� 1� s � 1

m .

Next, we sum over all the goods in the aggregator:

N

å
i= 1

�
gm

ij

� 1
sm M 1� s � 1

m
i jt =

N

å
i= 1

gm
ij

 
L̃ it

L̃ jt

! 1� sm

A
(sm� 1)(1� s � 1

q )
jt

 
�
1 � mj

� Qjt

M jt

! sm� 1
sq

M 1� s � 1
m

jt ,

M 1� s � 1
m

jt = ( L̃ jt )
sm� 1A

(sm� 1)(1� s � 1
q )

jt

 
�
1 � mj

� Qjt

M jt

! sm� 1
sq

M 1� s � 1
m

jt

N

å
i= 1

gm
ij

�
L̃ it

� 1� sm ,

M
sm� 1

sq
jt =

��
1 � mj

�
Qjt

� sm� 1
sq A

(sm� 1)(1� s � 1
q )

jt (L̃ jt )
sm� 1

N

å
i= 1

�
gm

ij

� �
L̃ it

� 1� sm ,

M jt =
��

1 � mj
�

Qjt
�

A
sq� 1
jt L̃

sq
jt

 
N

å
i= 1

�
gm

ij

� �
L̃ it

� 1� sm

! sq
sm� 1

.

The corresponding CES shadow price faced by the planner for the M jt bundle is:

L̃ m
jt =

 
N

å
i= 1

�
gm

ij

� �
L̃ it

� 1� sm

! 1
1� sm

.

So we can write the FOC for M jt as:

M jt =
�
1 � mj

�

0

B
@

L̃ m
jt

A
1� s � 1

q

jt L̃ jt

1

C
A

� sq

Qjt .
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We can use this expression for M jt to simplify our solution for M i jt :

M i jt =

 
L̃ it

L̃ jt

! � sm

A
sm(1� s � 1

q )
jt

 
�
1 � mj

� Qjt

M jt

! sm
sq

gm
ij M jt ,

=

 
L̃ it

L̃ jt

! � sm

A
sm(1� s � 1

q )
jt

0

B
B
B
B
B
B
B
@

�
1 � mj

� Qjt

�
1 � mj

�
0

@ L̃ m
jt

A
1� s � 1

q
jt L̃ jt

1

A

� sq

Qjt

1

C
C
C
C
C
C
C
A

sm
sq

gm
ij M jt ,

= gm
ij

 
L̃ it

L̃ m
jt

! � sm

M jt .

Finally, using this solution for M i jt , we can calculate the supply of intermediate goods of

each sector, which we denote M out
jt = å N

i= 1 M jit :

M out
jt =

N

å
i= 1

M jit =
N

å
i= 1

gm
ji

 
L̃ jt

L̃ m
it

! � sm

M it .

B.6 FOC with respect to investment and system reduction

The normalized FOC for good i used in sector j investment is

L̃ k
jt

 
¶I jt

¶Ii jt
�

¶F jt

¶Ii jt

!

= L̃ it .

Next, we replace the derivatives, using the chain rule when needed:

L̃ k
jt

 
¶I jt

¶Ii jt
�

¶F jt

¶I jt

¶I jt

¶Ii jt

!

= L̃ it ,

L̃ k
jt

¶I jt

¶Ii jt

 

1 �
¶F jt

¶I jt

!

= L̃ it ,

L̃ k
jt

 

g I
ij

I jt

Ii jt

! s � 1
I

 

1 � k

 
I jt

Kjt
� dj

!!

= L̃ it .
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We want to use this FOC to eliminate Ii jt . First, we solve for Ii jt :

Ii jt = g I
ij

 
L̃ it

L̃ k
jt

! � sI

I jt

 

1 � k

 
I jt

Kjt
� dj

!! sI

.

We solve for I jt by aggregating up from the solution for Ii jt :

Ii jt = g I
ij

 
L̃ it

L̃ k
jt

! � sI

I jt

 

1 � k

 
I jt

Kjt
� dj

!! sI

,

�
g I

ij

� s � 1
I

I
1� s � 1

I
i jt =

�
g I

ij

� s � 1
I

 
L̃ it

L̃ k
jt

! 1� sI �
g I

ij I jt

� 1� s � 1
I

 

1 � k

 
I jt

Kjt
� dj

!! sI � 1

,

I
1� s � 1

I
jt =

N

å
i= 1

�
g I

ij

�
 

L̃ it

L̃ k
jt

! 1� sI �
I jt

� 1� s � 1
I

 

1 � k

 
I jt

Kjt
� dj

!! sI � 1

.

1 =
�

L̃ k
jt

� sI � 1
 

1 � k

 
I jt

Kjt
� dj

!! sI � 1 N

å
i= 1

�
g I

ij

� �
L̃ it

� 1� sI ,

L̃ k
jt =

 

1 � k

 
I jt

Kjt
� dj

!! � 1  
N

å
i= 1

�
g I

ij

� �
L̃ it

� 1� sI

! 1
1� sI

.

We de�ne the frictionless shadow price faced by the planner for capital goods as

L̃ I
jt =

 
N

å
i= 1

�
g I

ij

� �
L̃ it

� 1� sI

! 1
1� sI

.

Then, we can write the FOC for I jt as

L̃ k
jt = L̃ I

jt

 

1 � k

 
I jt

Kjt
� dj

!! � 1

.

Next, we calculate the amount of goods of a sector that goes to other sectors as investment

goods. We de�ne

Iout
jt =

N

å
i= 1

I jit .
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Using the FOC for Ii jt , we have

Iout
jt =

N

å
i= 1

g I
ji

 
L̃ jt

L̃ k
it

! � sI

Iit

�
1 � k

�
Iit
Kit

� di

�� sI

.

Equivalently, using L̃ k
it = L̃ I

it (1 � k ( Iit / Kit � di ))
� 1,

Iout
jt =

N

å
i= 1

g I
ji

 
L̃ jt

L̃ I
it

! � sI

Iit .

B.7 Full system of equations

The full reduced system, expressed in basket-denominated shadow prices, is:

log A jt+ 1 = r j log A jt + #A
jt+ 1,

Kjt+ 1 = ( 1 � dj )Kjt + I jt �
k
2

 
I jt

Kjt
� dj

! 2

Kjt ,

L̃ jt =

 

xj
Ct

Cjt

! s � 1
c

,

(Lt )
e� 1

l

�
Ljt

Lt

� s � 1
l

= L̃ jt A
1� s � 1

q
jt

 

mj
Qjt

Yjt

! s � 1
q

 
�
1 � aj

� Yjt

Ljt

! s � 1
y

,

L̃ k
jt = E t

2

4mt+ 1

0

@L̃ jt+ 1A
1� s � 1

q
jt+ 1

 

mj
Qjt+ 1

Yjt+ 1

! s � 1
q

 

aj
Yjt+ 1

Kjt+ 1

! s � 1
y

+ L̃ k
jt+ 1

 

(1 � dj ) +
k
2

 
I2
jt+ 1

K2
jt+ 1

� d2
j

!!!#

,

L̃ m
jt =

 
N

å
i= 1

�
gm

ij

� �
L̃ it

� 1� sm

! 1
1� sm

,

M jt =
�
1 � mj

�

0

B
@

L̃ m
jt

A
1� s � 1

q
jt L̃ jt

1

C
A

� sq

Qjt ,

M out
jt =

N

å
i= 1

gm
ji

 
L̃ jt

L̃ m
it

! � sm

M it ,

L̃ k
jt =

 
N

å
i= 1

�
g I

ij

� �
L̃ it

� 1� sI

! 1
1� sI

 

1 � k

 
I jt

Kjt
� dj

!! � 1

,

Iout
jt =

N

å
i= 1

g I
ji

 
L̃ jt

L̃ k
it

! � sI

Iit

�
1 � k

�
Iit
Kit

� di

�� sI

,

Qjt = Cjt + M out
jt + Iout

jt ,
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Qjt = A jt

�
(mj )

s � 1
q

�
Yjt

� 1� s � 1
q +

�
1 � mj

� s � 1
q

�
M jt

� 1� s � 1
q

� 1
1� s � 1

q ,

Yjt =
�
(aj )

s � 1
y

�
Kjt

� 1� s � 1
y +

�
1 � aj

� s � 1
y

�
Ljt

� 1� s � 1
y

� 1
1� s � 1

y ,

Ct =

 
N

å
j= 1

x
1
sc
j (Cjt )

1� s � 1
c

! 1
1� s � 1

c
,

Lt =

 
N

å
j= 1

(Ljt )
1+ s � 1

l

! 1
1+ s � 1

l
,

MU t =

0

@Ct �
L

1+ e� 1
l

t

1 + e� 1
l

1

A

� e� 1
c

,

mt+ 1 = b
MU t+ 1

MU t
.

B.8 Competitive equilibrium and equivalence

The same allocation can be written as a competitive equilibrium in level prices. Let Pmkt
jt

denote the level price of good j, Pk,mkt
jt the level shadow value of installed capital in sector

j, Pm,mkt
jt the unit cost of the intermediate bundle used by sector j, Wjt the sectoral wage,

and l t the household's budget multiplier. The household budget constraint is

N

å
j= 1

Pmkt
jt Cjt +

N

å
j= 1

Vjt Sj,t+ 1 =
N

å
j= 1

Wjt Ljt +
N

å
j= 1

�
Vjt + Dmkt

jt

�
Sjt ,

where Sjt are claims on �rms and Vjt are their ex-dividend values. The household �rst-

order conditions are

MU t
¶Ct

¶Cjt
= l t Pmkt

jt ,

MU t L
e� 1

l
t

¶Lt

¶Ljt
= l tWjt ,

Vjt = E t

�
b

l t+ 1

l t

�
Vj,t+ 1 + Dmkt

j,t+ 1

� �
.

Firms maximize the discounted value of dividends using the household pricing kernel.

Their dividend identity is

Dmkt
jt = Pmkt

jt Qjt � Wjt Ljt � Pm,mkt
jt M jt �

N

å
i= 1

Pmkt
it Ii jt ,
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with capital accumulation as above. The �rm �rst-order conditions are

Wjt = Pmkt
jt

¶Qjt

¶Ljt
,

Pm,mkt
jt = Pmkt

jt
¶Qjt

¶M jt
,

Pk,mkt
jt

¶I jt

¶Ii jt

 

1 �
¶F jt

¶I jt

!

= Pmkt
it ,

Pk,mkt
jt = E t

"

b
l t+ 1

l t

 

Pmkt
j,t+ 1

¶Qj,t+ 1

¶Kj,t+ 1
+ Pk,mkt

j,t+ 1

 

(1 � dj ) �
¶F j,t+ 1

¶Kj,t+ 1

!!#

,

and the CES input price indexes are

Pm,mkt
jt =

 
N

å
i= 1

gm
ij

�
Pmkt

it

� 1� sm

! 1
1� sm

,

PI ,mkt
jt =

 
N

å
i= 1

g I
ij

�
Pmkt

it

� 1� sI

! 1
1� sI

.

Now de�ne the exact consumption price index

Pt �

 
N

å
j= 1

xj

�
Pmkt

jt

� 1� sc

! 1
1� sc

,

and normalize level prices by this index so they match the planner's basket-denominated

shadow prices:

L̃ jt �
Pmkt

jt

Pt
, L̃ k

jt �
Pk,mkt

jt

Pt
, L̃ m

jt �
Pm,mkt

jt

Pt
, L̃ I

jt �
PI ,mkt

jt

Pt
, wjt �

Wjt

Pt
.

The household consumption FOC and the de�nition of Pt imply

l t Pt = MU t , L̃ jt =
¶Ct

¶Cjt
=

 

xj
Ct

Cjt

! s � 1
c

.
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Combining household labor supply with �rm labor demand gives

L
e� 1

l
t

�
Ljt

Lt

� s � 1
l

= L̃ jt A
1� s � 1

q

jt

 

mj
Qjt

Yjt

! s � 1
q

 
�
1 � aj

� Yjt

Ljt

! s � 1
y

.

Dividing the �rm Euler equation by Pt gives the same capital equation as in Subsec-

tion B.7, because

b
l t+ 1

l t

Pt+ 1

Pt
= b

MU t+ 1

MU t
= mt+ 1.

The static materials and investment conditions are homogeneous in prices, so normaliz-

ing by Pt directly gives the same L̃ m
jt , M jt , M out

jt , L̃ k
jt , and Iout

jt equations reported above.

This also clari�es the relation between the planner multipliers and competitive level

prices. The planner goods multiplier is the household marginal value of one unit of

revenue from good j:

L jt = l t Pmkt
jt , L k

jt = l t P
k,mkt
jt .

Therefore the raw planner multipliers and competitive prices are not equal in levels. They

coincide only after the relevant normalization:

L jt

MU t
=

l t Pmkt
jt

l t Pt
=

Pmkt
jt

Pt
= L̃ jt ,

L k
jt

MU t
=

Pk,mkt
jt

Pt
= L̃ k

jt .

Thus the planner and competitive formulations lead to the exact same reduced dynamic

system once both are expressed in aggregate-consumption-basket units.

B.9 Aggregation and GDP

Let L̃ j denote the deterministic steady-state value of the basket-denominated shadow

price faced by the planner L̃ jt . In robustness exercises we instead use ergodic shadow

prices faced by the planner,

L̃
erg
j � Ep

�
L̃ jt

�
,

approximated by time averages over long simulations. For the baseline �xed-shadow-

price aggregates, de�ne

CL̃
t �

N

å
j= 1

L̃ jCjt , I L̃
t �

N

å
j= 1

L̃ j I
out
jt , GDPL̃

t �
N

å
j= 1

L̃ jQjt �
N

å
j= 1

L̃ j M
out
jt .
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The last expression is equivalent to �xed-shadow-price value added. For each sector,

VA L̃
jt � L̃ jQjt �

N

å
i= 1

L̃ i M i jt . (27)

Summing over sectors and interchanging indices in the intermediate term gives

N

å
j= 1

VA L̃
jt =

N

å
j= 1

L̃ jQjt �
N

å
j= 1

L̃ j M
out
jt = GDPL̃

t . (28)

Using the goods resource constraint, Qjt = Cjt + M out
jt + Iout

jt , yields

GDPL̃
t = CL̃

t + I L̃
t . (29)

B.9.1 Fixed-shadow-price versus chain-weighted aggregation

Divisia/Tornqvist indices aggregate growth rates with time-varying expenditure shares,

D ln Qt =
N

å
j= 1

s̄j,t Dln yj,t .

Even if (L̃ jt , yjt ) is stationary and E [Dln yjt ] = 0 for each j,

E [Dln Qt ] =
N

å
j= 1

Cov
�
s̄j,t , D ln yj,t

�
,

so the cumulated level index can drift when shares covary with sectoral growth. Fixed-

shadow-price aggregation avoids this drift by holding weights constant.

B.9.2 Consumption aggregates

Around the deterministic steady state, the utility CES aggregate and �xed-shadow-price

consumption have the same �rst-order approximation. Let Ĉjt � log(Cjt / C̄j ). Then

Ĉt �
N

å
j= 1

x1/ sc
j C̄1� 1/ sc

j

å k x1/ sc
k C̄1� 1/ sc

k

Ĉjt .
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Using the expenditure-share mapping in Section B.14, the weights are the steady-state

consumption expenditure shares x̃j . Likewise,

c
CL̃

t �
N

å
j= 1

L̃ jC̄j

å k L̃ kC̄k

Ĉjt =
N

å
j= 1

x̃jĈjt .

Hence Ct and CL̃
t agree to �rst order around the deterministic steady state.

B.9.3 Value-added aggregates

At current basket-denominated shadow prices faced by the planner, gross output net of

intermediates equals value added. Homogeneity of Qjt implies

Qjt =
¶Qjt

¶Yjt
Yjt +

¶Qjt

¶M jt
M jt .

Multiplying by L̃ jt and using the intermediate-input FOCs gives

L̃ VA
jt Yjt = L̃ jt Qjt �

N

å
i= 1

L̃ it M i jt , (30)

where

L̃ VA
jt � L̃ jt A

1� s � 1
q

jt

 

mj
Qjt

Yjt

! s � 1
q

.

Thus current-shadow-price GDP can be written either as �nal expenditure or as å j L̃ VA
jt Yjt .

With �xed base shadow prices faced by the planner, the analogous value-added aggre-

gate,

YL̃
VA

t �
N

å
j= 1

L̃
VA
j Yjt ,

coincides with GDP L̃
t at the deterministic steady state but generally differs away from it

because (30) is a current-shadow-price identity.
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B.10 Welfare

In order to calculate welfare, we can write the intertemporal utility of the representative

household as:

Vt =
1

1 � e� 1
c

0

@Ct �
L

1+ e� 1
l

t

1 + e� 1
l

1

A

1� e� 1
c

+ bE tVt+ 1.

For ec = 1, the usual logarithmic limit applies.

Steady state welfare is:

V̄ =
1

1 � b
1

1 � e� 1
c

 

C̄ �
L̄1+ e� 1

l

1 + e� 1
l

! 1� e� 1
c

.

Then, in a given period, we can get an interpretable measure of welfare by calculating

the fraction of steady-state consumption that you would need to give up to achieve that

level of welfare in the steady state. We denote such consumption-equivalent welfare as

V̂ c
t :

Vt =
1

1 � b
1

1 � e� 1
c

 

C̄(1 + V̂ c
t ) �

L̄1+ e� 1
l

1 + e� 1
l

! 1� e� 1
c

.

We can solve analytically for consumption-equivalent welfare V̂ c
t :

V̂ c
t =

1
C̄

"
�

Vt (1 � b)(1 � e� 1
c )

� 1
1� e� 1

c +
L̄1+ e� 1

l

1 + e� 1
l

#

� 1.

We will analyze how V̂ c
t is affected by productivity shocks.

B.11 Vectorizations

In terms of programming, it will be useful to vectorize the equations that involve sums

over sectoral variables. We will use variables in bold to denote vectors where each

element represents the corresponding sectoral value, and use � to denote element-by-

element multiplication. When we raise a vector to the power of a parameter, we mean
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element-to-element exponentiation. Then, we get the following equations:

L̃ m
t =

�
G

0

M L̃ t
1� sm

� 1
1� sm ,

M out
t = L̃ t

� sm � GM

h�
L̃ m

t
� sm � M t

i
,

L̃ I
t =

�
G

0

I L̃ t
1� sI

� 1
1� sI ,

I out
t = L̃ t

� sI � GI

h�
L̃ k

t

� sI
� c t

sI � I t

i

= L̃ t
� sI � GI

h�
L̃ I

t

� sI
� I t

i
,

where the jth element of c t is 1 � k( I jt / Kjt � dj ).

B.12 Steady state

Let ajt � log A jt . There are three dynamic equations in the model:
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First, notice that I jt = djKjt implies Kjt+ 1 = Kjt and makes the adjustment costs equal to

zero. Then, in the steady state we have:

K̄j = Ī j / dj ,

L̃
k
j =

b
1 � b(1 � dj )

L̃ j Ā
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y
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B.13 Sectoral TFP accounting

Following Vom Lehn and Winberry (2022), we measure sectoral TFP as a gross-output
Solow residual, generalizing their procedure to CES production. TFP growth is con-
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structed from real gross output, real intermediate use, capital, and labor:
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where the primary-factor aggregate used in the accounting procedure is

Yjt =
�
�
bajt

� s � 1
y K

1� s � 1
y

jt +
�
1 � bajt

� s � 1
y L

1� s � 1
y

jt

� 1
1� s � 1

y .

The time-varying accounting weights bajt and bmjt are estimated from chain-indexed ex-

penditure shares of capital within primary factors and of primary factors in gross out-

put. Capital is measured by perpetual inventory, initialized with BEA nominal year-end

capital stocks. We detrend each sectoral TFP series with a fourth-order polynomial in log

time and estimate r j and the sectoral innovation variances from the detrended series.

B.14 Intensity shares mapping to expenditure shares

For standard CES aggregators, the intensity shares (e.g.,xj for the consumption bundle

or aj for the primary factors function) do not correspond to expenditure shares. Given a

steady state equilibrium, we can map expenditure shares into intensity shares. We cal-

ibrate the intensity shares so that, in the deterministic steady state, the model-implied

expenditure shares match their data counterparts. We use tilde notation to refer to ex-

penditures, so x̃j is the consumption share of good j. Then, for a given steady state

equilibrium the relation between the expenditure share in steady state and the intensity
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share used to calculate the steady state is:
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Since we do not solve explicitly for M̄ i j and Īi j , we are going to use the steady-state

�rst-order conditions to solve for M̄ i j / M̄ j and Īi j / Ī j . We get

g̃m
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ij
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Given this mapping, a naive approach would be simply to replace the intensity shares

with the equations that map the empirical shares with the model shares. Nevertheless,

if we use these mapping equations as endogenous equations in the steady state system

of equations, the output of each aggregator becomes indeterminate. To see why, we can

replace the mapping in the consumption aggregator and rearrange to obtain:

Ct = C̄

0

@
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.

This equation for aggregate C cannot be used in steady state, since if we replace the time
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t values for steady-state values we get a tautology (C̄ = C̄). Given this, the correct ap-

proach is to include in the steady state system the difference between the model-implied

expenditure shares as additional expressions to minimize.

B.15 Sectoral upstreamness

We compute sectoral upstreamness following Antr �as et al. (2012). The original measure

ranks sectors by their distance from �nal use in the production network. Because our

model has both intermediate-input and investment-good �ows, we compute two analo-

gous objects: IO upstreamness and investment upstreamness.

B.15.1 IO upstreamness

At the deterministic steady state, sector i gross output satis�es

Q̄i = C̄i +
N

å
j= 1

M̄ i j +
N

å
j= 1

Īi j .

For the IO measure, �nal use is consumption plus investment demand,

F̄M
i � C̄i +

N

å
j= 1

Īi j ,

so the relevant decomposition is

Q̄i = F̄M
i +

N

å
j= 1

M̄ i j .

Following the recursive de�nition in Antr �as et al. (2012), the IO upstreamness of sector i

is

U M
i = 1 +

N

å
j= 1

M̄ i j

Q̄i
U M

j .

B.15.2 Investment upstreamness

The investment network is de�ned symmetrically. We now treat consumption and intermediate-

input sales as the non-investment use of sector i output,

F̄I
i � C̄i +

N

å
j= 1

M̄ i j ,
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so that

Q̄i = F̄I
i +

N

å
j= 1

Īi j .

The investment upstreamness of sector i is

U I
i = 1 +

N

å
j= 1

Īi j
Q̄i

U I
j .

B.15.3 Matrix representation and computation

Let DM and DI be the N � N matrices with elements

dM
ij �

M̄ i j

Q̄i
, dI

ij �
Īi j
Q̄i

.

The upstreamness vectors solve

U M = 1 + DM U M , U I = 1 + DIU I ,

or equivalently
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�

I � DM
� � 1

1, U I =
�

I � DI
� � 1

1.

In the model we do not keep M̄ i j and Īi j as independent steady-state unknowns. We

recover the bilateral �ows from the �rst-order conditions,
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where good i is used by sector j. In matrix notation,
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where � denotes element-by-element multiplication, powers of vectors are element-by-

84



element, and Q̄ � 1 is the column vector with entries 1/ Q̄i . Higher values of U M
i and

U I
i indicate sectors that are further from �nal use in the IO and investment networks,

respectively.

C Solution Method

This appendix gives the formal details behind the solution method summarized in Sub-

section 4.3. Let st denote the 2N-dimensional state vector, where N = 37 is the number

of sectors, containing log sectoral capital and log sectoral TFP. Let xt denote the vector

of log policy and price variables. The model is solved by looking for a policy function

xt = g(st ) that satis�es the equilibrium system in Subsection B.7. The reduced system

has M = 11N + 8 = 415 relative residual equations per state.

The policy approximation has two parts. First, we compute the �rst-order approximation

around the deterministic steady state with Dynare. Let xss denote deterministic-steady-

state log policies and prices, and let C be the policy matrix from Dynare's �rst-order

state-space solution, mapping state log deviations into policy log deviations. Second, the

neural network takes standardized state log deviations s̃t = ( st � sss)/ ss as inputs and

returns standardized policy log deviations. The global policy is

xt = xss+ C(st � sss) + sx � rq( s̃t ),

where � denotes element-by-element multiplication, ss and sx are the standard devi-

ations of states and policies in simulations of the log-linear model, and rq is a neural-

network residual in standardized units. The �nal layer of the residual network is ini-

tialized at zero. Hence, before training starts, the policy is exactly the log-linear policy.

Training then learns only the nonlinear correction.

The network inputs and outputs are standardized by the log-linear simulation standard

deviations. This normalization matters in a 74-dimensional state space because capital

and productivity states have different scales. All equilibrium residuals are evaluated in

levels after undoing this normalization.

C.1 The expectation function

The system of equations contains state and endogenous variables at timet, together with

expectations over variables at t + 1. The only expectation term appears in the �rst-order
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condition for capital:
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Given st and a candidate policy gq, the next capital stock is known. The expectation is

therefore over next-period TFP:

at+ 1 = r at + #t+ 1, #t+ 1 � N (0,SA ).

In the benchmark, SA is diagonal, so sectoral innovations are independent. For each state

used in training, we approximate the expectation by drawing R shock vectors f #r
t+ 1gR

r= 1,

computing the implied next state sr
t+ 1, evaluating gq(sr

t+ 1), and averaging the realized

terms inside the expectation.

To reduce simulation noise, the benchmark calculation uses Latin hypercube sampling

together with antithetic pairs and then scales shocks by the estimated sectoral standard

deviations. This gives more even coverage of the shock space than independent pseudo-

random sampling.

C.2 The loss function

Let Fm(st , gq(st )) denote the relative residual of equilibrium equation m after substituting

the Monte Carlo expectation described above. The training objective is

L (q) =
1

jBj å
st2B

1
M

M

å
m= 1

Fm(st , gq(st )) 2,

where B is the minibatch of simulated states and M is the number of equilibrium residu-

als. The residuals are written as ratios, so the loss gives comparable weight to equations

measured in different units.
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C.3 Training

A training step has three parts. First, the current policy is used to simulate many short

histories of the economy. Second, the states visited in those histories are reshuf�ed into

minibatches. Third, the equilibrium residuals are evaluated at those states and the resid-

ual network parameters are updated with Adam.

At a given state, expectations are the costly part of the calculation. For each state in a

minibatch, we draw R = 128 sectoral shock vectors, compute the implied next-period

state under the current policy, evaluate next-period policies at those next states, and

average the realized Euler-equation terms. The calculation is vectorized across states and

shock draws in JAX.

The benchmark residual network has two hidden layers of 256 units. The benchmark

run uses 400,000 optimizer steps. Each step simulates 64 episodes of 64 annual periods,

starts episodes from random states near the deterministic steady state, and uses double

precision. The learning rate follows a cosine decay schedule beginning at 5 � 10� 4. Table

7 summarizes the training con�guration, and Figure 10 reports the benchmark training

diagnostics.
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Table 7: Global-solution training con�guration

Object Benchmark value

Policy representation Log-linear policy plus neural-network residual

Residual network Two hidden layers with 256 units each

Baseline training length 300,000 neural-network updates

Simulated states per update 64 episodes of 64 annual periods

Initial states Random states within a 5 percent neighborhood
of the deterministic steady state

Expectation draws 128 shock vectors per state in training; 256 in
evaluation

Shock sampling Latin hypercube draws with antithetic pairs and
estimated sectoral variances

Optimizer Adam with cosine learning-rate decay from 5 �
10� 4

Numerical precision Double precision

Large-shock �ne-tuning Short additional stage on shocked paths, with
TFP shocks between 5 and 30 percent

Notes: A neural-network update is one optimizer step. Large-shock �ne-tuning starts
from the benchmark policy and trains on states generated by generalized-impulse-
response-style shocked rollouts.
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Figure 10: Training diagnostics

Note: The panels report loss, mean accuracy, minimum accuracy, and the learning-rate schedule
during benchmark training. Accuracy is one minus the absolute equilibrium residual, averaged
across equations for mean accuracy and minimized across equations for minimum accuracy.

C.4 Large-shock �ne-tuning

Impulse responses in the paper use shocks that are large relative to ordinary draws from

the ergodic distribution. To improve accuracy in that part of the state space, we run

an auxiliary �ne-tuning stage initialized from the benchmark policy. The �ne-tuning

sampler draws an ergodic state, chooses a sector, applies a positive or negative TFP

shock between 5 and 30 percent, and then simulates the path forward with zero future

shocks. The same equilibrium residuals are minimized; only the distribution of training

states changes. Figure11 reports the diagnostics for this stage.
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Figure 11: Large-shock �ne-tuning diagnostics

Note: The panels report loss, mean accuracy, minimum accuracy, and the learning-rate schedule
during the auxiliary large-shock �ne-tuning stage. “Normal” evaluates the policy on states drawn
from the ergodic distribution. “IR” evaluates the policy on the large-shock states used for impulse-
response analysis.

C.5 Accuracy checks

We evaluate accuracy on states drawn from the ergodic distribution and, for the �ne-

tuned policy, on the large-shock states used in the impulse-response exercises. The re-

ported loss is the average squared relative residual across the equilibrium equations. The

reported mean accuracy is one minus the average absolute residual, and the minimum

accuracy is the corresponding worst-equation statistic. The minimum accuracy is delib-

erately conservative because it records the largest residual among many equations and

sectors.

We evaluate every equation in the reduced system of Subsection B.7as a relative residual.

For equation block m, the left- and right-hand sides are the two sides of the correspond-

ing condition as written in that subsection. Thus, if the condition can be written as

90



LHSm(st ) = RHSm(st ), we compute

em(st ) =
LHSm(st )
RHSm(st )

� 1.

This is what we mean by writing the equations as ratios: both sides are �rst evaluated in

levels, after undoing the neural-network normalization, and then divided by each other.

The residual is unit free because a change in the units of the objects in that equation

scales both sides by the same factor and leaves the ratio unchanged. For example, the

consumption �rst-order condition is evaluated as

eC
jt =

L̃ jt
�
xjCt / Cjt

� s � 1
c

� 1.

A value of eC
jt = 0.001 means that the two sides differ by 0.1 percent. We convert each

residual into an accuracy measure am(st ) = 1 � j em(st )j, so an exactly satis�ed equation

has accuracy one and the gap from one is the absolute relative error. The reported mean

loss is the average of em(st )2 across equations and evaluated states. The reported mean

accuracy is the average of am(st ) across the same residuals. The reported minimum

accuracy is the most conservative statistic: it is the minimum of am(st ) across all equation

blocks, all sectors within sectoral blocks, and all states visited in the evaluation rollouts.

Thus the minimum is not an average over rollouts; it records the worst relative residual

found anywhere in the evaluation sample.

The benchmark normal evaluation simulates 128 stochastic rollouts of 128 periods each

and uses 256 shock draws when evaluating the conditional expectation in the Euler equa-

tions. It reaches a mean loss of 3.28� 10� 8, mean accuracy of 0.999902, and minimum

accuracy of 0.986312. The mean accuracy implies an average absolute residual of about

0.010 percent, while the minimum accuracy implies that the worst residual found any-

where in the evaluation is about 1.37 percent. Table 8 reports the same accuracy metrics

by equation block. These blocks correspond to the equilibrium conditions in the reduced

system presented in SubsectionB.7. The capital Euler equation, which is the block con-

taining expectations, has mean accuracy 0.999867 and minimum accuracy 0.995481.
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Table 8: Equilibrium accuracy by equation block

Equation block Equations per state Mean accuracy Minimum accuracy

C FOC N 0.999998 0.999656

L FOC N 0.9999996 0.999948

K Euler N 0.999867 0.995481

M bundle price N 0.999760 0.987107

M demand N 0.999990 0.999105

M supply def. N 0.999921 0.997351

I shadow price N 0.999759 0.986312

I supply def. N 0.999876 0.992678

Goods resource constraint N 0.999909 0.994587

Gross-output prod. N 0.999905 0.995151

Primary-factor agg. N 0.999936 0.997623

C aggregator 1 0.999855 0.998606

L aggregator 1 0.999922 0.999236

Fixed-price C 1 0.999906 0.999055

Aggregate L 1 0.999999 0.999982

Fixed-price GDP 1 0.999919 0.999317

Fixed-price I 1 0.999857 0.998796

Fixed-price K 1 0.999938 0.999283

Utility term 1 0.999977 0.999596

Notes: Accuracy is one minus the absolute relative residual. For sectoral blocks, the mean
averages over sectors and evaluated states, while the minimum is taken over all sector-state
residuals in that block. Aggregate and utility-de�nition blocks contain one equation per state, so
they are averaged only over evaluated states. The evaluation is the normal stochastic evaluation,
not the large-shock impulse-response evaluation.

Beyond these residual-based metrics, we check the solution in two ways. First, we train

shorter a version with 200,000 updates instead of the 300,000-update benchmark, to eval-

uate convergence. Second, we repeat the training with different simulations and Monte

Carlo seeds. In both checks, the main simulation, impulse-response, and welfare objects

are unchanged.

D Auxiliary Figures and Tables for Section 5

This appendix collects the additional �gures and tables from the quantitative results that

are not shown in the main text.
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D.1 Cumulative Impulse-Response Tables and Figures

Table 9: Cumulative consumption-response measures by shock size

Metric Formula 2.5% 5% 10% 15% 20% 25%

A. MIT shock vs 1st-order approx.
Nonlin. ampl. (-) 100 � (GIRMIT (� )/ GIR1or(� ) � 1) 1.143 2.397 5.315 8.779 13.074 18.596
Nonlin. ampl. (+) 100 � (GIRMIT (+) / GIR1or(+) � 1) -1.085 -2.149 -4.321 -6.356 -8.323 -10.235
MIT asym. 100 � (1 � j GIRMIT (� )j/ jGIRMIT (+) j) -2.264 -4.694 -10.279 -16.674 -24.357 -33.946
B. Precautionary attenuation: global solution vs MIT shock
Precautionary attenuation (-) 100 � (1 � GIRGS(� )/ GIRMIT (� )) 1.932 2.134 2.804 3.911 5.677 8.221
Precautionary attenuation (+) 100 � (1 � GIRGS(+) / GIRMIT (+)) 1.651 1.520 1.044 0.378 -0.551 -1.718
Global asym. 100� (1 � j GIRGS(� )/ GIRGS(+) j) -1.971 -4.040 -8.295 -12.398 -16.176 -19.563

Notes: CIR is the sum over the displayed impulse-response horizon of the aggregate consump-
tion response. Each entry is computed sector by sector and then averaged across the 37 sectors.
GIRGS is the global-solution CIR, GIRMIT is the MIT-shock CIR, and GIR1or is the �rst-order-
approximation CIR; + and � denote positive and negative shocks. Panel A compares nonlin-
ear MIT-shock responses with �rst-order responses. Panel B compares global-solution responses,
which incorporate the planner's anticipation of risk, with MIT-shock responses. Nonlinear ampli�-
cation, precautionary attenuation, and asymmetry are reported in percent. Positive precautionary
attenuation means that the global response is smaller than the MIT response; negative precaution-
ary attenuation means that it is larger.

Figure 12: Attenuation and asymmetry in the global solution

(a) Attenuation of negative shocks (b) Global asymmetry

Notes: The panels report measures based on cumulative aggregate consumption responses. Each
measure is computed by shocking one sector at a time and then averaging across sectors. The
horizontal axis reports shock size in percent. The left panel reports risk attenuation of negative
shocks, measured as 100 times one minus the ratio of the global-solution cumulative response to
the MIT-shock cumulative response. The right panel reports global-solution asymmetry, measured
as 100 times one minus the ratio of the magnitude of the negative cumulative response to that
of the positive cumulative response. The vertical axes report percent differences. The underlying
measures are reported in Table 9.
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Table 10: Cross-sector regressions of CIR measures and capital reallocation

CIR measure Capital allocation
Nonlinear Precautionary Ergodic capital

ampli�cation (-) attenuation (-) share change
Shock size 25% 25% —

UM 21.787��� 4.946��� 0.382���

(2.860) (1.291) (0.106)
U I -1.567 0.701 0.081

(3.009) (1.846) (0.212)
TFP innovation volatility (p.p.) 0.746 -0.595 � 0.221���

(0.731) (0.343) (0.059)
TFP persistence (0.1) -1.957�� -2.185��� 0.061

(0.861) (0.458) (0.046)
Constant -12.172 15.126��� -1.858���

(9.293) (4.014) (0.503)
Observations 37 37 37
R2 0.803 0.701 0.562

Notes:Each column is a cross-sector OLS regression with HC1 heteroskedasticity-robust standard
errors in parentheses. Columns 1 and 2 use sector-level nonlinear-ampli�cation and precautionary-
attenuation measures, respectively, for negative 25 percent TFP shocks. Column 3 uses the percent
change in each sector's ergodic-mean capital share relative to its deterministic-steady-state share.
All dependent variables are measured in percentage points. UM is IO upstreamness, and U I
is investment upstreamness. TFP innovation volatility is expressed in percentage points, so its
coef�cient is the change in the dependent variable associated with a one-percentage-point increase
in the standard deviation of the sectoral TFP innovation. The persistence coef�cient reports the
change associated with a 0.1 increase inr . Rescaling these covariates changes only the units of
their coef�cients and standard errors, not �tted values, test statistics, or signi�cance. Stars denote
p < 0.10,p < 0.05, and p < 0.01.
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D.2 Additional Impulse Responses

Figure 13: Additional aggregate consumption impulse responses

Upstream sectors

(a) Primary Metals shock (b) Paper shock

Downstream sectors

(c) Health shock (d) Education shock

Note: The panels show aggregate consumption responses to negative sectoral TFP shocks of 25
percent. Solid blue lines report the generalized impulse response in the global solution: initial
states are sampled from the ergodic distribution and, for each draw, a zero-shock baseline path is
compared with a path whose TFP state is shifted on impact, with both paths then simulated for-
ward with zero shocks; the plotted response is the average difference across draws. The horizontal
axis reports periods after impact. The vertical axis reports impulse responses in percent. Dashed
and dash-dotted lines report comparison impulse responses under the MIT shock and �rst-order
approximation, respectively; these impulse responses start at the deterministic steady state.

95



(a) Investment (b) Capital (c) Labor

Figure 14: Aggregate investment, capital, and labor responses to the largest negative TFP
shock in Mining, Oil and Gas.

Note: The panels show aggregate investment, capital, and labor responses to a negative 25 percent
TFP shock in Mining, Oil and Gas. Solid blue lines report the generalized impulse response in
the global solution: initial states are sampled from the ergodic distribution and, for each draw, a
zero-shock baseline path is compared with a path whose TFP state is shifted on impact, with both
paths then simulated forward with zero shocks; the plotted response is the average difference
across draws. The horizontal axis reports periods after impact. The vertical axis reports impulse
responses in percent. Dashed and dash-dotted lines report comparison impulse responses under
the MIT shock and �rst-order approximation, respectively; these impulse responses start at the
deterministic steady state.
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(a) Labor (b) Investment

(c) Intermediates (d) Value Added

(e) Capital

Figure 15: Shocked sector inputs for Mining, Oil and Gas.
Note: The panels show the sectoral responses of input variables in Mining, Oil and Gas to a nega-
tive 25 percent TFP shock in that sector. Solid blue lines report the generalized impulse response
in the global solution: initial states are sampled from the ergodic distribution and, for each draw,
a zero-shock baseline path is compared with a path whose TFP state is shifted on impact, with
both paths then simulated forward with zero shocks; the plotted response is the average difference
across draws. The horizontal axis reports periods after impact. The vertical axis reports impulse
responses in percent. Dashed and dash-dotted lines report comparison impulse responses under
the MIT shock and �rst-order approximation, respectively; these impulse responses start at the
deterministic steady state.
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(a) Consumption (b) Price

(c) Intermediate Sales (d) Investment Sales

(e) Gross Output

Figure 16: Shocked sector outputs for Mining, Oil and Gas.
Note: The panels show the sectoral responses of output variables in Mining, Oil and Gas to a neg-
ative 25 percent TFP shock in that sector. Solid blue lines report the generalized impulse response
in the global solution: initial states are sampled from the ergodic distribution and, for each draw,
a zero-shock baseline path is compared with a path whose TFP state is shifted on impact, with
both paths then simulated forward with zero shocks; the plotted response is the average difference
across draws. The horizontal axis reports periods after impact. The vertical axis reports impulse
responses in percent. Dashed and dash-dotted lines report comparison impulse responses under
the MIT shock and �rst-order approximation, respectively; these impulse responses start at the
deterministic steady state.
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D.3 Additional Sectoral Stochastic Steady State Figures

Figure 17: Sectoral capital deterministic-price share change at the stochastic steady state.

Notes:The stochastic steady state (SSS) is the steady state reached under the global policy functions
when the planner anticipates risk but current and future innovations are zero. The �gure reports
changes in sectoral capital shares at the SSS relative to the deterministic steady state (DSS). Each
bar is 100 times the difference between the ratio of the sector's SSS capital share to its DSS share
and one. Shares are computed using deterministic-steady-state capital prices. Positive values
indicate that a sector accounts for a larger share of aggregate capital than at the DSS.
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Figure 18: Sectoral labor deterministic-price share change at the stochastic steady state.

Notes:The stochastic steady state (SSS) is the steady state reached under the global policy functions
when the planner anticipates risk but current and future innovations are zero. The �gure reports
changes in sectoral labor shares at the SSS relative to the deterministic steady state (DSS). Each bar
is 100 times the difference between the ratio of the sector's SSS labor share to its DSS share and
one. Shares are computed using unit weights. Positive values indicate that a sector accounts for a
larger share of aggregate labor than at the DSS.
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Figure 19: Sectoral value-added deterministic-price share change at the stochastic steady
state.

Notes:The stochastic steady state (SSS) is the steady state reached under the global policy functions
when the planner anticipates risk but current and future innovations are zero. The �gure reports
changes in sectoral value-added shares at the SSS relative to the deterministic steady state (DSS).
Each bar is 100 times the difference between the ratio of the sector's SSS value-added share to its
DSS share and one. Shares are computed using deterministic-steady-state output prices. Positive
values indicate that a sector accounts for a larger share of aggregate value added than at the DSS.
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Figure 20: Sectoral intermediates deterministic-price share change at the stochastic steady
state.

Notes:The stochastic steady state (SSS) is the steady state reached under the global policy functions
when the planner anticipates risk but current and future innovations are zero. The �gure reports
changes in sectoral intermediate-input shares at the SSS relative to the deterministic steady state
(DSS). Each bar is 100 times the difference between the ratio of the sector's SSS intermediate-input
share to its DSS share and one. Shares are computed using deterministic-steady-state intermediate-
input prices. Positive values indicate that a sector accounts for a larger share of aggregate inter-
mediate inputs than at the DSS.
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Figure 21: Sectoral gross output deterministic-price share change at the stochastic steady
state.

Notes:The stochastic steady state (SSS) is the steady state reached under the global policy functions
when the planner anticipates risk but current and future innovations are zero. The �gure reports
changes in sectoral gross-output shares at the SSS relative to the deterministic steady state (DSS).
Each bar is 100 times the difference between the ratio of the sector's SSS gross-output share to its
DSS share and one. Shares are computed using deterministic-steady-state output prices. Positive
values indicate that a sector accounts for a larger share of aggregate gross output than at the DSS.
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D.4 Aggregate Stochastic Steady State Table

Table 11: Aggregate stochastic steady state

Aggregate Global Solution

C 0.198

I 0.639

GDP 0.301

K 0.576

L 0.149

Intratemporal Utility 0.024

Notes: Entries report aggregate stochastic steady-state values for consumption, investment, GDP,
labor, capital, and intratemporal utility as log differences from the deterministic steady state. It is
computed as the common endpoint of zero-shock paths initialized with draws from the ergodic
distribution; convergence across initial draws is checked. For small changes, a value such as � 0.1
means approximately 0.1 percent below the deterministic steady state.
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D.5 Additional Sectoral Ergodic Means

Figure 22: Ergodic mean sectoral labor deterministic-price share change.
Notes:The �gure reports changes in ergodic-mean sectoral labor shares relative to the deterministic
steady state (DSS). Each bar is 100 times the difference between the ratio of the sector's ergodic-
mean labor share to its DSS share and one. Shares are computed using unit weights. Positive
values indicate that a sector accounts for a larger share of aggregate labor than at the DSS.
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Figure 23: Ergodic mean sectoral value-added deterministic-price share change.
Notes: The �gure reports changes in ergodic-mean sectoral value-added shares relative to the
deterministic steady state (DSS). Each bar is 100 times the difference between the ratio of the
sector's ergodic-mean value-added share to its DSS share and one. Shares are computed using
deterministic-steady-state output prices. Positive values indicate that a sector accounts for a larger
share of aggregate value added than at the DSS.
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Figure 24: Ergodic mean sectoral intermediates deterministic-price share change.
Notes: The �gure reports changes in ergodic-mean sectoral intermediate-input shares relative to
the deterministic steady state (DSS). Each bar is 100 times the difference between the ratio of the
sector's ergodic-mean intermediate-input share to its DSS share and one. Shares are computed
using deterministic-steady-state intermediate-input prices. Positive values indicate that a sector
accounts for a larger share of aggregate intermediate inputs than at the DSS.
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Figure 25: Ergodic mean sectoral gross output deterministic-price share change.
Notes: The �gure reports changes in ergodic-mean sectoral gross-output shares relative to the
deterministic steady state (DSS). Each bar is 100 times the difference between the ratio of the
sector's ergodic-mean gross-output share to its DSS share and one. Shares are computed using
deterministic-steady-state output prices. Positive values indicate that a sector accounts for a larger
share of aggregate gross output than at the DSS.
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D.6 Aggregate Distribution Tables and Additional Histograms

Table 12: Descriptive statistics

Method Mean (%) Sd (%) Skewness Excess Kurto-
sis

Agg. Consumption

Global Solution -0.536 2.874 0.002 -0.007

1st Order Approximation 0.000 2.824 0.000 0.000

Agg. Labor

Global Solution -0.285 1.432 -0.028 -0.007

1st Order Approximation 0.000 1.422 0.000 0.000

Agg. Capital

Global Solution -0.630 2.391 -0.003 -0.013

1st Order Approximation 0.000 2.315 0.000 0.000

Agg. GDP

Global Solution -0.495 3.117 -0.012 -0.007

1st Order Approximation 0.000 3.078 0.000 0.000

Agg. Investment

Global Solution -0.399 4.898 -0.056 0.003

1st Order Approximation 0.000 4.904 0.000 0.000

Intratemporal Utility

Global Solution -0.884 2.421 -0.043 -0.001

1st Order Approximation 0.000 2.365 0.000 0.000

Notes: For each variable and method, the table reports the mean, standard deviation, skewness, and
excess kurtosis. The Global Solution uses the long simulation, pooling 16 simulated paths with different
seeds. Each path has 64,000 periods; after dropping 3,200 burn-in periods, 60,800 observations per seed
are retained (972,800 total). The 1st Order Approximation reports the mean, variance, zero skewness, and
zero excess kurtosis of the Gaussian distribution implied by the �rst-order solution. Mean and standard
deviation are reported for log differences from the deterministic steady state; Reported log-difference
objects are measured relative to the deterministic steady state; for small changes, a value such as� 0.1
means approximately 0.1 percent below the deterministic steady state. Skewness and excess kurtosis are
unit-free, and kurtosis is reported as excess kurtosis. Skewness is positive when the distribution has a
longer right tail and negative when it has a longer left tail. Excess kurtosis is reported relative to the
Gaussian distribution, so positive values indicate fatter tails and more extreme events, while negative
values indicate thinner tails.
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(a) Labor (b) Intratemporal utility

Figure 26: Additional aggregate ergodic distributions.
Notes:The panels show the ergodic distributions of aggregate variables as percent log deviations
from the deterministic steady state (DSS). The global solution and �rst-order approximation are
simulated using the same structure and identical shock realizations. The solid blue lines report
the global solution, the dashed black lines report the �rst-order approximation, and the vertical
dashed lines mark the DSS. The vertical axis reports the fraction of observations in each bin.
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